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Comments
	CID
	Page
	Clause
	Comment
	Proposed Change

	5219
	93.35
	7.4a.2
	The schematic for the CRC generator in figure 7-101m includes a switch element on the output of delay C7 selecting between the serial output buffer and the XOR operator. I am not certain that this is the correct intent.
	Replace the switch element in figure 7-101m with a direct link between C7 and both the XOR element and the serial output buffer.


	5220
	263.12
	20.3.9.4.4
	The schematic for the CRC generator in figure 20-8 includes a switch element on the output of delay C7 selecting between the serial output buffer and the XOR operator. I am not certain that this is the correct intent.
	Replace the switch element in figure 20-8 with a direct link between C7 and both the XOR element and the serial output buffer.


Proposed resolution: Counter

Edit figures 7-101m and 20-8 as shown in 11-07/2938r0 under CID 5219.
Discussion:

The figure under question is:
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As it stands, the figure is misleading.  It should be the final state of the shift registers that is shifted out (C7..C0),  without any feedback term.  As shown in D3.01, while the “serial output” was being shifted the input is undefined, because we have exhausted B15..B0, and one input to the sum is “open circuit” and therefore undefined.  So the feedback term is undefined during the “shifting out”, but would affect the result of the last two bits shifted out.
We can correct this by showing a switch that selects 0 during the shifting out of the result and a note that clarifies this.
TGn Editor:  Replace figure 7-101m (D3.01) with the following and make matching changes to figure 20-8.:
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The feedback term is set to 0 

during the shifting out of the result.


	5515
	101.32
	9.1.5
	MPDU-ACK exchange is never defined in the Draft.
	Define.


Proposed Resolution:  Counter

9.1.5 Fragmentation/defragmentation overview
TGn Editor: Change the NOTE in 9.1.5 as follows:
NOTE—A fragmented MSDU, A-MSDU, or MMPDU transmitted by an HT STA to another HT STA can only be

acknowledged using immediate acknowledgement, i.e., transmission of an ACK frame after a SIFS..
	5601
	102.06
	9.2.3.2
	The baseline states: "The PIFS shall be used only by STAs operating under the PCF to gain priority access to the medium at the start of the CFP or by a STA to transmit a Channel Switch Announcement frame." We have added other uses of PIFS in our amendme
	Add to this the cases when PIFS is used in TGn.


Current Text:
9.2.3.2 PIFS

The PIFS shall be used only by STAs operating under the PCF to gain priority access to the medium at the start of the CFP or by a STA to transmit a Channel Switch Announcement frame. A STA using the PCF shall be allowed to transmit CF traffic after its CS mechanism (see 9.2.1) determines that the medium is idle at the TxPIFS slot boundary as defined in 9.2.10. A STA may also transmit a Channel Switch Announcement frame after its CS mechanism (see 9.2.1) determines that the medium is idle at the TxPIFS slot boundary. The use of the PIFS by STAs operating under the PCF is described in 9.3. The use of PIFS by STAs transmitting a Channel Switch Announcement frame is described in 11.9.

Reorganized current text (preserving semantics):

The PIFS is used to gain priority access to the medium.

The PIFS may be used as described in the following list, and shall not be used otherwise.

· A STA operating under the PCF is described in 9.3.
· A STA transmitting a Channel Switch Announcement frame as described in 11.9.

A STA using PIFS starts its transmission after its CS mechanism (see 9.2.1) determines that the medium is idle at the TxPIFS slot boundary as defined in 9.2.10.

Adding the TGn cases:
Submission Note:  Colour is used below as follows:

· Black – preserving the original semantics

· Blue – adding stuff that is in Std 802.11-2007,  but was missing from the list

· Green – adding new stuff defined in TGn D3.01.

TGn Editor:  insert the following heading and instruction (replacing any colour with black and white):
9.2.3.2 PIFS

Replace 9.2.3.2 with the following:

The PIFS is used to gain priority access to the medium.

The PIFS may be used as described in the following list, and shall not be used otherwise.

· A STA operating under the PCF as described in 9.3 

· A STA transmitting a Channel Switch Announcement frame as described in 11.9
· An HC starting a CFP or a TXOP as described in 9.9.2.1.2 

· An HC or a non-AP QoS STA that is a polled TXOP holder recovering from the absence of an expected reception in a CAP as described in 9.9.2.1.3 

· An HT STA using dual CTS protection before transmission of the second CTS (CTS2) as described in 9.2.5.5a 

· A TXOP holder continuing to transmit after a transmission failure as described in 9.9.1.4 

· An RD initiator continuing to transmit using error recovery as described in 9.14.3 

· An HT AP during a PSMP sequence transmitting a PSMP recovery frame as described in 9.15.1.3 

· An HT STA performing CCA in the secondary channel before transmitting a 40 MHz mask PPDU using EDCA channel access as described in 11.15.7
With the exception of performing CCA in the secondary channel (where the timing is defined in 11.15.7), a STA using PIFS starts its transmission after its CS mechanism (see 9.2.1) determines that the medium is idle at the TxPIFS slot boundary as defined in 9.2.10.
MAC ad-hoc, 2008-01-10,  approved U
	5155
	103.47
	9.2.5.5
	The beamforming and link adaptation frames may also be sent after a STA has contended for the channel.
	Change the sentence to the following: Once the STA has contended for the channel, that STA shall continue to send fragments until either all fragments of a single MSDU, A-MSDU or MMPDU along with any frames required for beamforming or link adaptation have


	5156
	104.01
	9.2.5.5
	A STA shall also transmit after the SIFS under the following condition during a fragment burst: -- The source STA has received the acknowledge for the last fragment, has frames for beamforming or link adaptation.
	Please change the text accordingly.


Discussion:

It is arguable what the relevance of 9.2.5 (DCF) is to an HT STA, which is operating under 9.9 (HCF).  Some of the clauses in 9.2.5 are clearly relevant (e.g. 9.2.5.4 (NAV).)   Others are clearly not (e.g. 9.2.5.1 (Basic Access)).

I think it is reasonable to say that 9.2.5.5 (control of the channel) is one of those areas superseded by 9.9 – i.e.,  if a STA is transmitting beamforming or link adaptation frames,  it is doing so within a TXOP as a TXOP holder or TXOP responder.

Proposed Resolution:  Reject

A STA that is sending any frames related to beamforming or link adaptation is doing so as TXOP holder or responder.   As such, its channel access rules are defined in 9.9 (HCF).   It is therefore not necessary to modify 9.2.5.5.
	5604
	104.22
	9.2.5.5a
	The sequences described in 9.2.5.5a are sufficiently complex they would benefit from illustrative figures.
	Add illustrative figures.


TGn Editor: Add the following heading immediately after 9.2.5.5a:
9.2.5.5a.1 Dual CTS protection procedure

Add the following heading, text and figures after the end of 9.2.5.5a.1:
9.2.5.5a.2 Dual CTS protection examples

Figure ?? shows an example of the operation of the Dual CTS protection mechanism.  In this example, the initiating STA is an STBC non-AP STA.
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Figure ?? – Example of the Dual CTS mechanism (STBC initiator)

Figure ?? shows an example of the operation of the Dual CTS protection mechanism.  In this example, the initiating STA is a non-STBC non-AP STA.
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Figure ?? – Example of the Dual CTS mechanism (non-STBC initiator)

MAC adhoc 2008-01-10,  add dotted lines to connect packet and start of NAV bar (editorial).  Approved, U with the above proviso.
	5605
	104.55
	9.2.5.5a
	"The AP may continue PIFS after the CTS, but shall not continue if PIFS idle medium time is not detected immediately following the transmission of the CTS." This statement is internally inconsistent. A STA that has transmitted a CTS takes a finite amou
	If we want to keep the PIFS timing we need to say: "The AP may continue PIFS after the CTS, if the medium is idle at the TxPIFS slot boundary (defined in 9.2.10) after the transmission of the CTS." Likewise scan the draft for all uses of PIFS and make


Discussion:

See figure 9-12:

[image: image5.emf]
And the text for PIFS:

“9.2.3.2 PIFS

The PIFS shall be used only by STAs operating under the PCF to gain priority access to the medium at the start of the CFP or by a STA to transmit a Channel Switch Announcement frame. A STA using the PCF shall be allowed to transmit CF traffic after its CS mechanism (see 9.2.1) determines that the medium is idle at the TxPIFS slot boundary as defined in 9.2.10. A STA may also transmit a Channel Switch Announcement frame after its CS mechanism (see 9.2.1) determines that the medium is idle at the TxPIFS slot boundary. The use of the PIFS by STAs operating under the PCF is described in 9.3. The use of PIFS by STAs transmitting a Channel Switch Announcement frame is described in 11.9.”
In my mind this makes it clear that “transmission after PIFS” means that the medium is sampled once (during the first CCAdet period in 9-12) and transmission of the start of the PPDU occurs a PIFS after the previous PPDU.   The STA is blind to the state of the medium outside this CCAdet period because:
· Before it,  it is still performing a Tx/Rx turnaround

· After it, it is performing an Rx/Tx turnaround.

So, we are right to talk about “separated by PIFS”,  but wrong to talk about “medium idle for PIFS”.
There are 25 instances of PIFS in D3.0.   Three of these relate to 11.15.7, where the phrase: “and the secondary channel has been idle for a PIFS interval” is used.
Other comments related to 11.15.7:
	Comment
	Owning Ad-hoc
	Summary of comment

	5895
	Coex
	Related to timing of CCA in secondary channel: “The TG needs to decide where the CCA detection needs to occur and then specify it. The current specification is arbitrary and/or unimplementable.”

	5729
	Coex
	I think you need a more radical restatement that says that when EDCA backoff is done CCA is ignored on the secondary channel,  except for the last slot of the backoff,  (where the slot timing is defined solely by the primary channel).  If the secondary channel is busy during this slot  ...

I also will volunteer to bring a submission that clearly diagrams these timing relationships, and perhaps we can clarify the text by bringing a figure into this subclause illustrating this.


I suggest that the 11.15.7 comments should be considered together and are outside the scope of the resolution for 5605 (and this document), although the resolution of these comments should in some sense be compatible with the language adopted for 5605.

Edits for 5605

· Dual CTS protection

TGn Editor: change Table 9-1a as follows:
	· Dual CTS rules

	Type of RTS
	CTS description
	Timing

	RTS (non-STBC frame)
	CTS1: Same rate or MCS as the RTS (non-STBC frame (#629))
CTS2: basic STBC MCS (STBC frame)
	PIFS shall be used as the interval between CTS1 and CTS2. 

If the CS mechanism (see 9.2.1) indicates that the medium is busy at the TxPIFS slot boundary (defined in 9.2.10)  following CTS1, then CTS2 shall not be transmitted as part of this frame exchange.

	RTS (STBC frame)
	CTS1: basic STBC MCS (STBC frame)
CTS2: Lowest Basic Rate (non-STBC frame)
	SIFS shall be used as the interval between CTS1 and CTS2.

The STA resumes transmission a SIFS+CTS2+SIFS after receiving CTS1, instead of after SIFS. (#628)


TGn Editor: change the third paragraph of 9.2.5.5a as follows:
If dual CTS Protection is enabled, the AP shall begin each EDCA TXOP with a CTS frame. This CTS frame uses STBC when the immediately following frame uses non-STBC and vice versa. The RA of this CTS shall be identical to the RA of the immediately following frame. (#627) The AP may continue a PIFS after the CTS, but shall not continue if the CS mechanism (see 9.2.1) indicates that the medium is busy at the TxPIFS slot boundary (defined in 9.2.10) following the transmission of the CTS. (#1657)

TGn Editor:  change the second paragraph (in the TGn draft) of 9.9.1.4 as follows:
· Multiple frame transmission in an EDCA TXOP

 (#1878) After a valid response to the initial frame of a TXOP, and if If the Duration/ID field is set for multiple frame transmission and there is a subsequent transmission failure, the corresponding channel access function may recover transmit after the CS mechanism (see 9.2.1) indicates that the medium is  idle at the TxPIFS slot boundary (defined in 9.2.10), before the expiry of the TXNAV timer. The TXNAV timer is a timer that is initialized with the duration from the Duration/ID field in the frame most recently successfully transmitted by the TXOP holder. The TXNAV timer begins counting down from the end of the transmission of the frame from which the duration value was extracted. The TXNAV timer is reinitialized and restarted at the end of any subsequently successful transmission by the TXOP holder. NAV setting due to the setting of the Duration/ID field in the frame that resulted in a transmission failure. The backoff procedure is described in 9.9.1.5. However, at At the expiry of the TXNAV timer NAV set by the frame that resulted in a transmission failure, if the channel access function has not regained access to the medium recovered, then the EDCAF shall invoke the backoff procedure that is described in Error! Reference source not found.. Transmission failure is defined in Error! Reference source not found.. (#1878)

TGn Editor:  change the 5th  paragraph (in the TGn draft) of 9.14.3 as follows:
· Rules for the RD initiator

Subject to TXOP constraints, after transmitting an RD grant PPDU, an RD initiator may transmit its next PPDU as follows (#2276):

· Normal Continuation: The RD initiator may transmit its next PPDU a minimum of a SIFS after receiving a response PPDU that meets one of the following conditions:

· contains one or more correctly received +HTC frames (#2277) with the RDG/More PPDU field set to 0, or 

· contains one or more correctly received frames that are capable of carrying the HT Control field but did not, or (#2299)

· contains a frame that requires an immediate response 

· Error Recovery: The RD initiator may transmit its next PPDU when the CS mechanism (see 9.2.1) indicates that the medium is idle at the TxPIFS slot boundary, as defined in 9.2.10 (this is a continuation of the current TXOP). (#2299)

TGn Editor:  change the 5th  paragraph (in the TGn draft) of 9.15.1.3 as follows:
· PSMP Up link transmission (PSMP-UTT)

An AP may transmit a PSMP frame (called a PSMP recovery frame) during a PSMP-UTT (#2315) when both of the following conditions are met:

· the CS mechanism (see 9.2.1) indicates that the medium is idle at the TxPIFS slot boundary (defined in 9.2.10) after the start of the PSMP-UTT, and

· the PSMP-UTT Duration is longer than the total time of the PSMP recovery frame plus PIFS.

TGn Editor:  change the 5th  paragraph (in the TGn draft) of 11.2.3 as follows:
11.2.3 SM Power Save
The receiver can determine the end of the frame sequence through any of the following:

— It receives a unicast frame addressed to another STA

— It receives a frame with a TA that differs from the TA of the frame that started the TXOP

— The CS mechanism (see 9.2.1) indicates that the medium is idle at the TxPIFS slot boundary, as defined in 9.2.10
	5299
	105.43
	9.2.5.5a
	Grammar - "to the STA" or "for the STA"? i.e. "a matter…..for the STA"
	I think that it should be "for the STA"


Proposed Resolution: Counter

(Note, this should have been classified as an editorial)
TGn Editor: Change the last para of 9.2.5.5a as follows:
9.2.5.5a Dual CTS protection
An STBC capable STA shall choose between control frame operation using either STBC frames or non-

STBC frames. In the non-STBC frame case, it discards control frames that are STBC frames it receives. In

the STBC frame case, it discards control frames that are non-STBC frames received from its own BSS. This

choice is a matter of policy local at the STA.
	5222
	106.6
	9.4
	The air-interference protection afforded by dot11FragmentationThreshold and the resulting MSDU fragmentation is derived from limiting the corresponding amount of time a single MPDU (via a PSDU) can occupy the medium.  As the 802.11 capable data rates continue to increase the value of specifying this threshold in octects decreases.  What is really needed is a threshold based on time so that the MSDU can be fragmented only if it will exceed the time threshold _based on the data rate at which the frame will be transmitted_.  For example, at 1 Mbps one might set dot11FragmentationThreshold to 550, but that protection is not needed if the frame is transmitted at 150 Mbps.  Similar protection would only be required at 150 Mbps if the MSDU (or A-MSDU or A-MPDU) was many times longer, yielding an effective on-air time interval comparable to sending 550 octects at 1 Mbps.
	Change the dot11FragmentationThreshold specification from an octect count to a time value that results in different fragmentation octect count thresholds, one for each data rate.


Proposed Resolution:  Reject

There are three issues with this proposed change:

· Compatibility.   It is not possible to change the definition of the existing threshold, as that would make existing devices non-compliant.

· Complexity.  If, instead, a new duration threshold was added, HT STA would then have to honour two independent limits.

· No proven benefit.  The comment supposes there might be a benefit from making the proposed change, but does not provide any data to back that supposition.  See Annex A of 11-07/2938r0.  This Annex reports the goodput of a link across a wide range of PER values for 500B, 1000B and 1500B MSDUs.  These results show optimal goodput is achieved at around 5% PER, and that the optimal goodput of 500B packets is lower than 1000B packets across the range 0.1-20% PER.  It may be reasonably inferred from these results is that there is no proven benefit from providing finer control of the fragment size than we already have.

The proposed change is rejected, given these compatibility and complexity issues, and that there are no proven benefits.

MAC ad-hoc 2008-01-11:  reject, unanimous.
	5304
	108.28
	9.6
	And what a thing of beauty it is!
	Nice work!


Discussion:
The commenter clearly has a warped sense of beauty (i.e., which has clearly come from spending too long chairing the TGn MAC ad-hoc), but the complement is appreciated by all involved in this amendment.

Proposed Resolution: Reject

The comment does not indicate a problem that needs to be resolved, neither does it indicate a change to the draft amendment.
	5305
	117.56
	9.7
	This paragraph has redundancies - the one beginning with "For all transmissions not using the acknowledgement policy of Block Ack"
	Clean out the redundancies!


Proposed Resolution:  Counter

Make edits specified in 11-07/2938rn for this CID,  which remove two redundant phrases.

TGn Editor:  Change paragraph 3 (in the TGn draft) of 9.7 as follows:
9.7 MSDU transmission restrictions
For all transmissions not using the acknowledgement policy of Block Ack or frames that are not sent within the context of a block ack agreement, a QoS STA shall ensure that no more than one MSDU or A-MSDUor MMPDU with for each (#686) a particular TID or MMPDU from a particular SA to a particular individual RA is outstanding at any time. This restriction is not applicable for MSDUs that are to be transmitted using the Block Ack mechanism.Note that a

	5306
	118.01
	9.7
	Extra words.
	Change "a more restrictive" to "more restrictive" and change "and that may" to "that may"


Proposed treatment:
This comment should have been classified as editorial by the commenter.

Or it should have been classified as editorial by the MAC ad-hoc chair when reviewing the MAC ad-hoc comments :0)
But we might as well approve the change as the overhead of discussing this comment to transfer it is no different from discussing this comment to approve it.
Proposed resolution:  Accept

	5522
	121.41
	9.9.1.2
	It should be "along with any immediate response frames" since all delayed/unsolicited responses would brake the current TXOP.
	Modify the quoted text as in the comment.


Proposed resolution:  Counter
Delayed feedback is, by definition, transmitted in a later TXOP owned by the transmitter of the feedback. It is therefore no of concern when talking about the definition of the current TXOP.
Immediate or unsolicited MFB may be included in any response frame (e.g. Ack or BA).  This behaviour is provided in 9.16.2 by:  “After the MCS estimate computation is completed, the MFB responder should include the MCS feedback in the MFB field in the next transmission of a frame addressed to the MFB requester that includes an HT Control field.”
Immediate explicit beamforming feedback is covered by 9.17.3 in:  “A beamformee that sets the Explicit BF CSI Feedback field of its HT Capabilities element to either 2 or 3 shall transmit an immediate or aggregated feedback response in a frame that is appropriate for the current frame exchange sequence as follows:

— If the transmission of a CTS is required, the transmission of the feedback response frame shall be delayed until the beamformee's next transmission within the TXOP. This feedback response frame may be aggregated in an A-MPDU with an ACK or BlockAck.

— If the transmission of an ACK or BlockAck control response frame is required, both the feedback response frame and the control response frame may be aggregated in an A-MPDU. Otherwise, the feedback response frame shall be sent a SIFS after the reception of the sounding PPDU. If NDP sounding is used, the transmission of the feedback response frame may follow the NDP, but the control response frame is transmitted a SIFS after reception of the PPDU that elicited the control response.

— If the immediate feedback capable beamformee cannot transmit an aggregated or immediate CSI/ Steering response in a SIFS time after the end of the received sounding packet, it may transmit the feedback response in an aggregate with an ACK or BA in the same TXOP .”
These rules suffice to define when a response may be transmitted in the current TXOP.  The proposed “along with any immediate response frames” could reasonably be interpreted to exclude unsolicited MFB,  which is surely not the intent.

Also note that there is an inconsistency with the TxBF subclause 9.17.2.1 which states:  

“At the end of the TXOP, the final PPDU from the beamformer shall not have the TRQ field set to 1 in a

(#5667) frame that requests (#238) an immediate response if there is not enough time left in the TXOP for

the beamformee to transmit the longest valid sounding PPDU with its response. (#2378, 5668)”

The implication here is that TXOP=0 would disallow transmission of a feedback frame.
The proposed change is in principle to modify 9.9.1.2 as follows, and then to replace it with a version written out as a bullet list for clarity:

“The TXOP limit duration values are advertised by the AP in the EDCA Parameter Set information element in Beacon and Probe Response frames transmitted by the AP. A TXOP limit value of 0 indicates that a single MSDU or MMPDU or A-MSDU or A-MPDU along with any frames required for beamforming (as specified in 9.17.3) or link adaptation (as specified in 9.16.2), acknowledgements, and protection , including in addition to (#2023) a possible RTS/CTS exchange or CTS to itself (or a dual CTS sequence as defined in Dual CTS protection) (#708), may be transmitted at any rate, subject to the rules in Error! Reference source not found., (#2284) for each TXOP.”

In the previous meeting there was disuccion about whether the “may” applied to the TXOP holder,  or to the responder.   This is also clarified in the following text by rewording the may to apply to the TXOP holder, and by the addition of two notes.
TGn Editor:  Replace the first para of 9.9.1.2 (in the TGn draft) with the following:
· EDCA TXOPs

The TXOP limit duration values are advertised by the AP in the EDCA Parameter Set information element in Beacon and Probe Response frames transmitted by the AP. 
A TXOP limit value of 0 indicates that the TXOP holder may transmit or cause to be transmitted (as responses) the following within the current TXOP:

· A single MSDU, MMPDU, A-MSDU, or A-MPDU at any rate, subject to the rules in 9.6

· Any required acknowledgements

· Any frames required for protection, including one of the following

· An RTS/CTS exchange

· CTS to itself

· Dual CTS as specified in 9.2.5.5a
· Any frames required for beamforming as specified in 9.17
· Any frames required for link adaptation as specified in 9.16.2
NOTE 1-This is a rule for the TXOP holder.  A TXOP responder need not be aware of the TXOP limit, nor of when the TXOP was started. Behavior at the TXOP responder that depends on TXOP duration remaining operates using the the Duration/ID field value(s) in frames it receives from the TXOP holder.

NOTE 2 -The TXOP holder can control how much time, if any, the TXOP responder has to transmit frames required for beamforming (e.g., channel state information feedback).
NOTE 3 – This rule also prevents the use of RD when the TXOP limit is set to 0.

Mac Ad-hoc 2008-01-10:  Approved, U (4 people present)
	5622
	135.2
	9.12
	While we have moved the frame exchange sequences into an annex and marked it informative, there remain normative references in the baseline.
	Identify all references to 9.12 in the baseline and reword to remove any hint of normativity from the reference.


Proposed Resolution:  Counter
TGn Editor:  Insert the following editing instructions into the TGn draft:
Change 7.1.3.1.6 as follows:

7.1.3.1.6 Power Management field

The Power Management field is 1 bit in length and is used to indicate the power management mode of a

STA. The value of this field remains constant in each frame from a particular STA within a frame exchange

sequence (see Annex R). The value indicates the mode in which the STA will be after the successful

completion of the frame exchange sequence.
Change Clause 9 as follows:
9. MAC sublayer functional description

The MAC functional description is presented in this clause. The architecture of the MAC sublayer, including

the distributed coordination function (DCF), the point coordination function (PCF), the hybrid coordination

function (HCF), and their coexistence in an IEEE 802.11 LAN are introduced in 9.1. These functions are

expanded on in 9.2 (DCF), 9.3 (PCF), and 9.9 (HCF). Fragmentation and defragmentation are defined in 9.4

and 9.5. Multirate support is addressed in 9.6. A number of additional restrictions to limit the cases in which

MSDUs are reordered or discarded are described in 9.7. Operation across regulatory domains is defined in

9.8. The Block Ack mechanism is described in 9.10. The No Ack mechanism is described in 9.11.
. The protection mechanism is described in 9.13.
Change 9.2.2 as follows:
9.2.2 MAC-Level acknowledgments

The reception of some frames, as described in 9.2.8 and 9.3.3.4, requires the receiving STA to respond

with an acknowledgment, generally an ACK frame, if the FCS of the received frame is correct. This technique

is known as positive acknowledgment.
Change 9.2.3.1 as follows:
9.2.3.1 SIFS

The SIFS shall be used prior to transmission of an ACK frame, a CTS frame, the second or subsequent MPDU

of a fragment burst, and by a STA responding to any polling by the PCF. The SIFS may also be used by a PC

for any types of frames during the CFP (see 9.3). The SIFS is the time from the end of the last symbol of the

previous frame to the beginning of the first symbol of the preamble of the subsequent frame as seen at the air

interface. 
Change paragraph 2 of 9.2.4 as follows:

9.2.4 Random backoff time
The contention window (CW) parameter shall take an initial value of aCWmin. Every STA shall maintain a

STA short retry count (SSRC) as well as a STA long retry count (SLRC), both of which shall take an initial

value of zero. The SSRC shall be incremented when any short retry count (SRC) associated with any MPDU of

type Data is incremented. The SLRC shall be incremented when any long retry count (LRC) associated with

any MPDU of type Data is incremented. The CW shall take the next value in the series every time an

unsuccessful attempt to transmit an MPDU causes either STA retry counter to increment, until the CW reaches

the value of aCWmax. A retry is defined as the entire sequence of frames sent, separated by SIFS intervals, in

an attempt to deliver an MPDU (described in Annex R). Once it reaches aCWmax, the CW shall remain at the value of aCWmax until the CW is reset. This improves the stability of the access protocol under high-load conditions. See Figure 9-4.

Change paragraph 2 of 9.2.5.1 as follows:

In general, a STA may transmit a pending MPDU when it is operating under the DCF access method, either in

the absence of a PC, or in the CP of the PCF access method, when the STA determines that the medium is idle

for greater than or equal to a DIFS period, or an EIFS period if the immediately preceding medium-busy event

was caused by detection of a frame that was not received at this STA with a correct MAC FCS value. If, under

these conditions, the medium is determined by the CS mechanism to be busy when a STA desires to initiate the

initial frame of a frame exchange sequence  (described in Annex R), exclusive of the CF period, the random backoff procedure described in 9.2.5.2 shall be followed. There are conditions, specified in 9.2.5.2 and 9.2.5.5, where the random backoff procedure shall be followed even for the first attempt to initiate a frame exchange sequence.
Discussion: (not part of the edit instruction!)
9.2.5.3 is misleading.  Under HCF, recovery may be performed during a polled TXOP by the TXOP holder.
Change paragraph 1 of 9.2.5.3 as follows:
9.2.5.3 Recovery procedures and retransmit limits

Under DCF, error recovery is always the responsibility of the STA that initiates a frame exchange sequence (as described in Annex R). Many circumstances may cause an error to occur that requires recovery. For example, the CTS frame may not be returned after an RTS frame is transmitted. This may happen due to a collision with another transmission, due to interference in the channel during the RTS or CTS frame, or because the STA receiving the RTS frame has an active virtual CS condition (indicating a busy medium time period).

Change paragraph 1 of 9.2.8 as follows:
9.2.8 ACK procedure

The cases when an ACK frame can be generated as shown in the frame exchange sequences listed in Annex R.

Change paragraph 5 of 11.2.1 as follows:

11.2.1 Power management in an infrastructure network
A STA shall remain in its current Power Management mode until it informs the AP of a Power Management

mode change via a frame exchange that includes an acknowledgment from the AP. Power Management

mode shall not change during any single frame exchange sequence(described in Annex R).

Change references to 9.12 in to refer to Annex R in the following locations:
· 9.2.5.7 paragraph 2
· 9.2.8 paragraph 3
· 9.10.3 paragraph 14
Remove references to 9.12 from the following PICS entries (Annex A):

· PC31

· PC32

Discussion: (not part of the edit instruction!)
In A4.4.3 we have normative references to informative Annexes.  This is not valid.

Change A.4.4.3 as follows:

A.4.4.3 Frame exchange sequences
	Item
	Frame exchange sequence
	References
	Status
	Support

	
	Are the following frame sequences supported?
	
	
	

	FS1
	Basic frame sequences
	
9.2.5.6, 9.2.5.7, 9.2.6, 9.2.7, 9.2.8, 9.2.9
	M
	Yes No

	FS2
	CF-Frame sequences
	
9.3.2, 9.3.3
	(PC4 or PC5): M
	Yes No N/A


Change A.4.1.6 item QP4 as follows:

	Item
	Protocol Capability
	References
	Status
	Support

	QP4
	HCF frame exchange sequences
	
9.9.1, 9.9.2
	CF12:M
	Yes No N/A


MAC ad-hoc 2008-01-11:   counter, unanimous
Annex A – Goodput simulations

These simulations were performed using the MAC1 simulation developed for the TGn Joint Proposal (see description in 11-05-1267-01-000n-tgn-joint-proposal-mac-simulation-methodology.doc).

The simulation scenario used is an artificial one in which one STA transmits and another receives MSDUs of a specified size with a saturated Tx Queue.  The system performs continuous (i.e. per-TXOP) MRQ/MFB link adaptation aimed at a specific target PER (i.e. MCS is selected to hit the predicted PER).  The path loss (equivalently, range) is varied and goodput is measured.

The simulation includes the effects of RTS/CTS overhead at a basic rate, channel access delay, retransmissions, BA overhead, TXOP duration limit,  BA window limited to 64 MSDUs.
The first figure below shows the performance of the link adaptation algorithm, for a packet length of 500B. 

[image: image6.emf]PER  vs. Range, Packet length 500 B, 2X2X40
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It can be seen that the link adaption is successful in hitting a target PER within wide ranges (0.1-20%).

Now we look at goodput results across a range of target PER for 500B MSDUs:

[image: image7.emf]Goodput  vs. SNR, Packet length 500 B, Channel B, 2X2X40
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The optimal PER is about 5%.  At SNR=35dB, there is a maximum goodput of about 144Mbps.

One point to note is that the goodput is not very sensitive to PER.  Any value in the range 1-10% is a pretty good choice.

The story is similar at 20dB, where the best goodput is ~71Mbps (target PER=5%).

The reason for this insentivity is that when target PER increases, there are two opposing results that tend to cancel each other out:

· The number of retransmissions increases

· The selected MCS supports a higher rate

Now follows the results for 1000B MSDUs:

[image: image8.emf]Goodput  vs. SNR, Packet length 1000 B, Channel B, 2X2X40
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The results are pretty similar.   At SNR=35 dB,  Maximum rate is 156 Mbps.  At 20 dB,  the best rate is about 75 Mbps (target PER = 5 or 10%).
And for 1500B MSDUs:

[image: image9.emf]Goodput  vs. SNR, Packet length 1500 B, Channel B, 2X2X40
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The Maximum goodput at 35 dB SNR is 153 Mbps (10% PER).  At 20dB it is ~81Mpbs.

Conclusions

Goodput is insensitive to PER in the range 1-10%

Goodput is relatively insensitive to MSDU size.  At 35dB, across a factor of 3 MSDU size, the optimal goodput varies by 8% at 35dB.  At 20dB, it varies by 13%.

Before starting this simulation, we held a hypothesis that small fragments, combined with high PER would outperform large fragments at low PER.  This hypothesis is not supported by these results.  The optimal PER is typically ~5% regardless of MSDU size.  The MAC overhead of 500B packets is ~7%.  And this MSDU size limits the maximum size A-MPDU to 32kB, because of the BA window limit. These effects clearly dominate any benefits from retransmitting smaller fragments.
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