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Monday January 17, 2005
10:30am

Call to order

· Agenda – Document 11-05/1629r0
· Review operating rules for a Task Group.

· Review IEEE 802 policies and procedures for Intellectual Property.

· Approve minutes from the November session – document 11-04/1413r1.
· Discussion on the Agenda:

The TGr vote on proposal rejection will occur before the TGn vote.
The ballot is given in 11-05/1600r0.
Agenda is approved unanimously.
· The TGr procedure for down select indicated that presentations should be on the server one month in advance of the January session. Will we allow revised presentations to be given this week?

· The reason for posting the presentations one month in advance was to give the opportunity to review each of the proposals.
· You could give the original presentation and refer to the revised presentation.

· You are voting on the proposal, not the presentations. We are voting on preliminary text for the standard.

· If the changes are substantial, they should not be accepted. The people who are responsible for proposal changes should indicate what has been changed and the TGr body should decide on whether the change is allowed.

· Dan Harkins stated the changes that were made to the PEKM proposal and there were no objections.

· Presentation of document 11-05/1646r0 by Chris Durand
Traditional AP’s bridge traffic. However many implementations don’t do bridging. A more generic term would be DS update.

The TGr scope should not be limit to AP transition times. We should consider the backend network in defining the solution.
AP transition time and DS update time should be considered separately.

You can transmit a data packet between Authentication and Association – while BSS-Transition is occurring.

The MPDU sequence counter could be use to prevent re-ordering of packets.
The request to move the packets between the AP’s should occur from the clients, because the client is the only device authorised to request the packets.

There is already bridging infrastructure that directs where packets go that are not controlled by the client.

It’s very easy for a rogue to impersonate the client and request packets from the old AP.

802.11 cannot re-order packets for a single connection. QoS and Power-Save already re-order packets. QoS does not re-order packets within a class.
We need to make sure that we don’t transmit duplicate packets to an STA.

Re-ordering of packets could also affect TCP traffic transmission.

In the cellular network, the handover is directed by the network so that data is re-routed as part of the transition. However GPRS is an exception.

The only way to meet 30 ms transmition times for Voice is to multicast the packets.

The spanning tree specification mentions that there is a slight chance that packets may be re-ordered. This 802.11 issue is similar to the spanning tree specification.

We are trying to define a fast, reliable handoff. If a fast transition proposal drops many packets, then it should not be considered. A reliable handoff proposal should be considered above a fast proposal, all things being equal.
Reliable packet delivery should be considered within the TGr scope.

· Are there any other discussion topics other than the proposal presentations? None.
· The issue on whether the written ballot is a rollcall ballot. 
· Nobody has requested a roll-call vote.
· If we want to meet the schedule we have, we should not have a rollcall vote.

· The meeting is recessed until the 1:30pm session.
Monday January 17, 2005

1:30pm

Call to order

Presentation of document 11-04/1183r1 by Pat Calhoun

The proposal should specify a minimum length of the KCID.
The information in the Beacon cannot be protected with the existing standard. It is out of scope of this proposal.

The D-PMK can only be generated by the original KC. It is the only device that can derive a PMK.

There’s not necessarily a relationship between the EKC and the ESS. An EKC can be a subset of an ESS.

The protocol used between the AP’s is not specified. It is recommended that the IETF Context Transfer Protocol could be used for this purpose.

The PMK’s are not passed around to limit its exposure. The D-PMK’s are derived for each AP. Each D-PMK is unique.
This architecture does not prevent the network from being compromised. 

How does the Concentrator know that the D-PMK that it receives is properly authorized? 

The Concentrators have no mechanism for determining that the information it receive is valid, even with a trust relationship.

There could be an administrative event to bring the Concentrators into the domain.

The MIC key exchange with the STA would fail if the D-PMK was derived improperly.

The issue with 802.11i is that there’s no binding between the Authenticator and the keying material. 
With standalone AP architecture, the client would specify which KC that it would need to query for the D-PMK.
The STA is not required to be in power-save mode when it communicates with the roaming candidate. However it would be a good idea to do so.
The Nonces are exchanged in the PIQ and the PIS.

The PIQ and the PIS are not 802.1x frames. The interface between the 802.11 SME and the 802.1x state machine will need to be defined.

The “not ready” response in the PIS is not MIC’d.  

The Anonce in the PIQ is used to MIC the PEQ.

The AP could send “not ready” multiple times. The STA would be put into state 2 on a successful response.
The STA uses the D-PMK to MIC the PIQ.

If the RIC is not advertised, the pre-allocation of resources is not supported. The bits are bits are mutually exclusive.

This message structures presented in this proposal discuss TSPEC resource reservation. The negotiation with the backend is not specified, but could be addressed in the resource reservation request.
The infrastructure is responsible for determining whether it supports the resource reservation.

There is no signalling method where the new AP could inform the old AP that its resources could be freed.

The STA should only pre-reserve resources just prior to its transition. This signalling protects this scenario. This is designed to prevent a DoS attack across resources.

This proposal provides a mechanism to transfer resources from one AP to another. However medium time does not transmit directly from one AP to another.
The old AP only knows about the pre-allocation unless the new AP communicates with it through a backend channel.

The group node binds a number of requests together. A root node binds all requests together.

The DS switches from traffic one AP to another when the STA successfully associates with the new AP.
This proposal is a complete proposal. JIT is addressing the same problems. There are other proposals are complementary.

TGr is mandated to address problems at Layer 1 and Layer 2. TGr could define payloads inside an 802.11 protocol.

We should give some consideration to how these proposals would address for a mesh (TGs) network environment.

The major difference between a mesh network and other 802.11 networks is the implementation of the DS.
A decision was made to do pre-keying over the air because there are lot of installations where there is no other way for AP’s to communicate. There is nothing preclude pre-keying over the DS. If the AP’s are on a different VLAN, there is no way for a client to communicate with another AP.

· Recess until 4:00pm.

Monday January 17, 2005

4:00pm

· Call to order.

· Presentation on document 11-04/1566r1 by F. Watanabe

In this proposal, the AP can choose whether to ACK or not ACK a probe request.

This proposal formalizes a unicast Probe Request in the standard. There are existing implementations that use this method today. 

TGe allows the AP to respond to the probe response message already at a SIFS interval.

This proposal could be helped by TGk. However, TGk isn’t required for this solution.

You could get better results because you can get the targeted probe response sooner.

Another alternative to this could be RTS-CTS. However, you cannot send RTS-CTS without sending data.
The STA uses the ACK to determine the information on the candidate for roaming. If it doesn’t receive the ACK in a SIFS period, it could scan another channel.

You could send the pre-auth over the DS.

Need to clarify the 670 µs reported in the table on Slide 8 of the presentation.
· Recess until Tuesday at 8:00am.
Tuesday January 18, 2005

8:00am

· Call to order.
· Presentation of  document 11-04/1180r02 by Bob Beach

The Data Transfer Gate (DTG) resides in the AP, but is controlled by the STA.

Type 2 Association does “A1”, “A2”, and “A3” only.
Type 2 Associations are not advertised to the DS. They have no global scope.

TSPEC negotiation can be used as a roam negotiation.

The DTG can be activated by either sending a data frame or a TSPEC request.

If the AP rejects the TSPEC request, the STA could not roam to the AP. If the AP accepts the TSPEC request, then the STA has roamed.

At any given moment, the STA can only enable the DTG at one AP.

In the case of admission control (TSPEC negotiation), the AP could make a policy request on behalf of the STA to the backend infrastructure. 

The DTG will not be opened until the AP responds to the TSPEC request or data packet.

Action 4 would take place over the air – to enable the DTG.

A NULL data frame could be used to enable the DTG.

There could be a period to wait while the STA waits for a TSPEC response.

The only cost to an AP for a Type 2 association is memory.

The AP may not be able to guarantee that the key is stored. There would be issues with this solution scaling to a large campus.

The STA may choose to associate with all AP’s it hears. Preauthentication could be used to set-up authentication with other AP’s.
In this approach, you find out immediately whether your TSPEC can be granted.

The latency introduced by performing a Type 2 association would be significantly more than the background scanning that is done today.

This model assumes that the pool of AP’s is relatively finite. It would work in an enterprise environment.

An off-channel exchange with an AP could introduce significant latency if there was contention on the channel.

You could do the exchange with the other AP using PSP mode. You would have to do this many times to perform a Type 2 association.
The Type 2 association is really replacing the 802.11 Authentication message. This mechanism is actually changing the existing 802.11 protocol more than some of the other proposals.

It takes a long time to pre-associate with other AP. 

TGp has much more demanding transmission times. There may not be enough time to set-up Type 2 Associations.
Most of these TGr proposals will not work in the zero-latency case. For example, when you are travelling in a car, or when you are in a building where obstacles affect the coverage areas. We may be making a tactical error for looking into a zero latency case.

We have rejected solutions where an association at one AP provisions the STA at all AP’s within the mobility domain.

There’s no harm in nailing down the TSPEC’s before the association. The Type 2 association is really a state. There is no reason why we couldn’t use the infrastructure to provision resources prior to association.

There is backend infrastructure support to address zero latency transitions in cellular networks. 

The AP uses existing authentication mechanism to provision the key. In this process, the STA does not need to communicate over the DS.
This proposal could be used for other architectures or other key hierarchies.

No studies have been done to determine how this mechanism behaves in different wireless network topologies. STA’s have lots of memory to store associations.

A STA may have to maintain associations to many access points in a dense environment.

There are a lot of things available to the implementor to build a model that works.

There are enterprises that are replacing their wired infrastructure with wireless infrastructure, so the coverage density issues are going to become more important.

The association lifetime element in the association response will indicate the time period for association. If the association is flushed by the AP prematurely, a transition could fail because the AP has no notion of the association.
An AP could store a massive amount of associations in memory and prevent other STA’s from association due to memory constraints.

Using existing mechanisms is a good thing. However, resource allocation issues could be a good thing.

The AP has made a contract with a STA for a particular amount of time. However the contract is not binding. The AP could flush the association at any time.

There is no reason why a AP could not accept a new connection and flush a stale connection.

An association with security and QoS does require a significant amount of memory.

The protocol needs to have some mechanism to account for when an AP flushes a stale connection prematurely.

The Type 2 association mechanism would need to address broadcast keys.

The Client could sign the security parameters and send them to the Access Point.
With this mechanism, a subset of the clients could exhaust the AP association resources in setting up Type 2 associations. This could present other clients from performing Type 2 associations.

The Type 2 associations are used to setup security prior to associations. This proposal is similar to TAP proposals.
There is nothing in this proposal to guarantee that PTK’s are fresh. If the keys are no longer valid, the AP can transmit a Deauthenticate with the STA.

Currently 802.11i does not give you the lifetime for the security association. At the time you do the data transfer, there is no guarantee that your keys will be good.

It would be nice if the STA could enable the DTG without sending a data frame.

For example, you could do a probe exchange to determine whether your association is still valid.

The service provider could set a policy for handling Type 2 associations.
There is a problem where packets destined for the STA could end up at the old AP. This proposal addresses fast transitions; it does address packet loss. This faster transition minimizes the probability of packet loss.

The assumption in 802.11 is that it is not a reliable medium.

This proposal is in some sense a zero packet exchange, because the data packet could trigger the roam.

This proposal uses the same mechanism as other proposals. The only difference is that this proposal uses the Association rather than the Authentication messages.

The other proposals are more formalized and more client driven.

This proposal uses existing 802.11i protocol sequences. Other proposals define other protocol sequences as an alternative to 802.11i
The key difference between this proposal and TAP has a number of geographic constraints.

· Recess until the 10:30 session.

Tuesday January 18, 2005

10:30am

· Call to order.

· Presentation of document 11-04/1558r0 by Steve Emeott
The STA has the option of going to the new AP or the PTA. The STA could use a cached PMK at the new AP without using the PTA.
The STA could setup one or more PMK at the PTA. There is a single PMK that is not shared across AP’s.
This proposal sends both the Snonce and the Anonce to guarantee liveness. This proposal is no different from any of the other proposals. 

The Anonce needs to be unpredictable if it is used in a traditional 4-way handshake. 

This proposal assumes a trust relationship between the AP, the AS, and the PTA.

The PTA simply stores the PMK on behalf of the AP. It reduces the memory requirements on the AP.

The EAPoL-Key should not be used as a general purpose protocol.

If this proposal is going to be accepted, there needs to be a protocol defined to document communications across the infrastructure.

There has to be at least a recommendation on the protocol across the DS.
The PMK’s are not bound to any specific AP in this proposal.

There are ways to make a 3-party protocol secure. However there is no way of making a 4-party protocol secure.

The PTA is a logical entity at Layer 2. There can be multiple PTA’s. The STA indicates the identity of the PTA it used when it initiates communications with the new AP.

The Anonce needs to be bound to the PMK through the PTA.

Binding of the Anonce is guaranteed once it is being used. The Anonce isn’t being bound to the PMK until it reaches the AP.

It’s possible to have requests to candidate AP’s that have not responded.
The protocol for context transfer between AP’s is not specified in this proposal.

This proposal allows a BSS-transition to occur with a cached PMK.

This proposal allows the STA to request reservations with multiple access points with a single request.

This reservation request is sent as an action frame, which is in the clear. These frames could be spoofed by a malicious client. 

· Recess until the 1:30 session. 

Tuesday January 18, 2005

1:30pm

· Call to order.

· Presentation of document 11-05/0037r0 by Jie Liang

On slide 12, the 4-way handshake should be initiated by the AP.
This submission allows 802.1x frames to be transmitted at the highest priority.

If the ACM bit is turned on, you may not be able to use the highest priority access class to transmit the packet.

The AP should indicate to the STA which priority to use for roaming.

· Recess until the 7:30pm session.
Tuesday January 18, 2005

7:30pm

· Call to order.

· Presentation of document 11-04/1565r0 by Darwin Engwer

Processing requirements are greater because the traffic needs to be routed back out through the DS.

The traffic could not be transmitted through the air because that would force the STA to switch channels.

The mechanism for requesting a tunnel could open the system up to a DoS attack. However today, a re-association message is open to DoS attack. Management frame protection could counter this attack.

MPDU’s, not MSDU’s are transmitted across the tunnel.

There is no support for fragmentation across the tunnel.
If the new AP is overloaded (even from a QoS perspective), it should deny the tunnel request.

The STA is not guaranteed to get the same QoS treatment at the new AP. The STA would have looked at the QoS loading at the new AP prior to transitioning.

There are two tunnels. One between the AP and the target AP. And another between the target AP and the old AP.

The tunnelled data is being transmitted via management frames.

There is no information for TSPEC’s included in the normative text. This proposal should address TSPEC negotiation.

The transition occurs before QoS is requested. The fast transition is separate from QoS or security negotiations.

The backend infrastructure has not been specified. At this time, backend infrastructure communications are out of scope of 802.11.
The tunnelling protocol would require either MTU-discovery or tunnel fragmentation.

The TSPEC negotiation would have to be done as part of the tunnel request.

The state of the new AP could change before you release the tunnel. This could occur if you are moving rapidly across AP’s.
All the MPDU’s transmitted between the tunnel response and tunnel break will need to be re-encrypted.

The AP would need to distribute a broadcast packet across each active tunnel for each packet.
Recess until Wednesday at 8am.

Wednesday January 19, 2005

8:00am

· Call to order.

· Presentation of document 11-04/1572r1 by Dan Harkins

EAP channel binding allows the EAP authenticator and the peer to agree on the third party that the key can be shared.
The identity of the third party is clouded because the STA thinks it’s a BSSID, where the AAA server thinks it’s an AP.
The supplicant provides the Anonce and the Snonce. The Anonce is a monotomically incrementing counter. The Anonce could be subject to a replay attack.
TSPEC’s could be passed as elements in the key negotiation.
The management messages contain a PEKM control element to protect them.

In a classic AP architecture, each AP would have a common NAS ID. Pre-authentication would need to be used to derive PMK’s.

The STA and the Authenticator could have multiple PMK’s. The STA would have to advertise both PMK’s to avoid initiating a full 802.1x authentication.

The decision on the next AP to transition to would be aided by 802.11k.

· The words “eliminate” and “continue” will be added to the letter ballot.

· If any proposal receives more that 50% yes vote, it is eliminated.
· The ballot will be posted as document 11-04/1121r3.

· Recess until 8am Thursday morning.

Thursday January 20, 2005

8:00am

· Call to order.

· Presentation of document 11-04/1486r0 by Kapil Sood

The query mechanism should provide a more elaborate answer. In respect to security, it does trigger to pull the PMK into the access point, if it isn’t already there. The query is only useful if the AC field in the QBSS load does not reflect the backend infrastructure.

It would be useful to provide more load information in the query response.

The PMK request IE is intended to be sent from the Supplicant to the new Authenticator. Any STA can go to to get a PMK. The key and its binding only apply to who can use it.

The NAS ID is compressed by hashing to reduce the size of the message.

The AAA server needs to cache the EMSK for a supplicant. They would need to look at the PMK of the hash of the supplicant ID. This would require changes to existing network infrastructure.
The EAPoL-key message 4 is a data frame. This frame is in a different context. It’s still free to re-transmit the earlier messages because they are re-association frames.

JIT is only used on re-association.

The query is another 802.11 Authentication type.

The response to the TSPEC request is preserved.

Multiple TSPEC’s can be added in the re-association request.

TGi has already come out. There will be scenarios where some AP’s will be roaming-enabled and some will not. 
The Local Policy Server introduces complexity to the solution.

· Recess until the 10:30am session.

Thursday January 20, 2005

10:30am

· Call to order

· Reminder that this is a rejection ballot. A yes vote for a proposal means that it will be rejected.
· The 802.11 Chair and Vice Chair will not be voting.

· Once a proposal has been rejected, it cannot be presented as a separate proposal.

· Print your name on the ballot and make your indication clearly on a ballot.

· If a proposal receives more than 50% yes votes out of the total votes it gets. It is rejected.

· Not checking a column is the equivalent of an Abstain vote.
· The results are anonymous. This is not a rollcall vote.

· Results for proposal rejection ballot:
REJECTION BALLOT: "The TG will eliminate this proposal from further consideration"
	Presentation Title
	Draft Text
	Presentation
	Presentation Title
	Yes
	No
	Abstain
	Result

	TAP (Transition Acceleration Protocol)
	11-04-1542-00
	11-04-1183-01
	TAP (Transition Acceleration Protocol)
	
	
	
	

	AP Scanning
	11-04-1567-00
	11-04-1566-00
	AP Scanning
	
	
	
	

	Fast Roaming Using Multiple Concurrent Associations
	11-04-1556-00
	11-04-1180-02
	Fast Roaming Using Multiple Concurrent Associations
	
	
	
	

	Seamless BSS Transition Protocol
	11-04-1557-00
	11-04-1558-00
	Seamless BSS Transition Protocol
	
	
	
	

	Proposal for Fast Inter-BBS Transitions
	11-04-1569-00
	11-04-1181-00
	Proposal for Fast Inter-BBS Transitions
	
	
	
	

	Fast BSS-Transition Tunnel
	11-04-1564-00
	11-05-0037-00
	Fast BSS-Transition Tunnel
	
	
	
	

	PEKM (Post-EAP Key Management Protocol)
	11-04-1571-00
	11-04-1572-00
	PEKM (Post-EAP Key Management Protocol)
	
	
	
	

	Just-In-Time 2 Phase Association
	11-04-1486-00
	11-04-1486-00
	Just-In-Time 2 Phase Association
	
	
	
	


POINT OF INFORMATION: Normative text that goes into the draft requires 75% vote. After the third phase of the downselect process. Proposal that receive 75% or more will be incorporated into the TGr draft.

· Discussion on document 11-05/0073r0

In principle, this is fine. As long as the group is not making decisions based on behalf of the task group.
The meeting to consolidate the proposals should be an official adhoc meeting.

If none of the proposals get 75% of the vote. Then the downselect process states that the Task Group would have a vote to recind the PAR.

The intent is that the vote to ricind the PAR would take place after three attempts to accept a proposal.

The items in step 3 could be done prior to the March meeting. Each proposal team could complete step 3 prior to the March meeting.

Based on the downselect process we have, we really can’t discuss consolidation prior to the July meeting.

The proposal teams have to complete final text prior to the March meeting. There isn’t enough time to complete step 3 prior to the March meeting.

There could be one proposal at the end of the March meeting.

· Discussion on proposal updates between the deadline and the March meeting.
MOTION: That it is permissible to modify presentations and draft text, and that the modified presentations and modified draft text can be presented as long as the modified presentation and modified draft text meet the four hour rule.

By: Dan Harkins

Second: Jesse Walker

Discussion:

· At this point in time, the presentations won’t be changing enough that people will need one month to digest the material.

· There is a concern that a proposal group could change their entire draft text during the meeting.

· Proposal teams should be encouraged to modify their proposals to look more alike.

· This motion could give proposal teams time to skip the February deadline and submit complete draft text four hours prior to presentation.

· The chair has the discression to allow changes prior to presentation. If this motion is voted in, it could easily allow the process to be abused.

· It’s possible to modify presentation if it’s a reasonable change. The body will not allow substantial changes to a proposal.
· This process is always subject to abuse. If a group wants to make a change to fix an issue with a proposal, then they should be allowed.

· If a group makes a substantial change at the 11th hour, it makes it impossible to evaluate the change.

· A change to a proposal could take much longer than four hours to evaluate.

Result: Yes – 44; No – 20; Abstain – 17. Motion passes.

· No other business.

· Adjourn.
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