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Abstract

This document is the main system design document of the complete proposal for high throughput extensions to 802.11 submitted by QUALCOMM to IEEE 802.11 Task Group N.
The salient features of the proposal are:

1. Maximum PHY data rates in 20 MHz:

a. 202 Mbps for stations with two antennas

b. 404 Mbps for stations with four antennas

2. Highly reliable, high-performance operation with existing 802.11 convolutional codes used in combination with Eigenvector Steering spatial multiplexing techniques

3. Backward compatible modulation, coding and interleaving

4. Backward compatible preamble and PLCP. Extended SIGNAL field.

5. Adaptation of rates and spatial multiplexing mode through low overhead asynchronous feedback. Works with TXOPs obtained through EDCA, HCF or ACF

6. Two spatial multiplexing modes:

a. Eigenvector Steering (ES). 

b. Spatial Spreading (SS). 

7. Calibration procedure for ES

8. Up to four spatial streams

9. Scalable antenna configurations (minimum 1, maximum 4 or more)

10. Steered reference: Eigenvector Steered MIMO training sequence to reduce receiver complexity, e.g. at AP steering to dozens of STAs.

11. Reduced OFDM symbol overhead through shortened guard interval and additional data subcarriers

12. Flexible frame aggregation with limit on maximum aggregated PSDU size

13. Mandatory 802.11e Block Ack and Delayed Block Ack

14. Elimination of Immediate ACK for MIMO transmissions. Permits reduction in IFS.

15. Adaptive coordination function (ACF): Low latency scheduled operation

16. QoS-capable IBSS operation

17. Mandatory 802.11h TPC and DFS

Through these features we are able to demonstrate excellent performance in a 20 MHz bandwidth for STAs with 2 transmit and 2 receive antennas. Even higher performance is achieved in networks where a subset of high capability, high throughput STAs and the AP are equipped with 4 antennas. The proposed system achieves high throughput and robust performance at increased range and lower power utilization. These features have been characterized, analyzed and implemented in an operational FPGA prototype.

The complete proposal submitted by QUALCOMM consists of the following four documents:

1. 11-04-870 High Throughput System Description and Operating Principles (this document.) 

a. Section 1 provides an overview of the proposed PHY and MAC enhancements

b. Section 2 provides a detailed description and proposed text for the MAC and PLCP enhancements. 

c. Section 3 provides a detailed description and proposed text for the PHY enhancements.

d. Appendix A provides the mathematical background and operating principles for MIMO applicable to the proposal.

2. 11-04-871 High Throughput Proposal Compliance Statement. 

a. Section 1 addresses compliance with the functional requirements of 802.11n.

b. Section 2 addresses compliance with the PAR and Five Criteria of 802.11n.

c. Section 3 addresses Comparison Criteria of 802.11n.

3. 11-04-872 Link Level and System Performance Results for High Throughput Enhancements.

a. Section 1 provides a brief summary of the performances results

b. Section 2 describes the system simulation methodology

c. Section 3 provides system performance results for the simulation scenarios defined in the 802.11n usage models document.

d. Section 4 describes the PHY simulation methodology

e. Section 5 provides link level simulation results for packet error rate and throughput.

f. Section 6 defines the link abstraction used to capture the packet error model in system level simulations and also provides model verification results.

g. 
h. 
i. 
j. 
k. 
l. 
4. 11-04-873 High Throughput Enhancements Presentation – Features and Performance. Summary presentation of the proposal features and performance results.

a. PHY Features

b. MAC Features

c. Link Performance

d. System Performance
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Abbreviations and Acronyms

AGC:  automatic gain control

AP: access point
BIFS: burst interframe space
CAP: controlled access phase

CFP: contention-free period
CP: contention period
CTD: cyclic transmit diversity

DCF:  distributed coordination function

DIFS: DCF interframe space
DRV: data rate vector
DRVF: data rate vector feedback
EDCA:  enhanced distributed channel access
ES: eigenvector steering
FRACH: fast random access channel
GI: guard interval (cyclic prefix)
GIFS:  guard interframe space
IFS: interframe spacing
MAC:  medium access control
MIMO:  multiple-input multiple-output
OFDM:  orthogonal frequency division multiplexing
PCF:  point coordination function

PHY: physical layer
PIFS: PCF interframe space
PLCP:  physical layer convergence procedure
PPDU:  PLCP protocol data unit
PSDU:  PLCP service data unit
QAM:  quadrature amplitude modulation
RRIFS:  round robin interframe space
SCAP:  Scheduled Access Period

SCHED:  scheduled operating mode
SGI: shortened guard interval
SIFS: short interframe space
SNR: signal-to-noise ratio
SPROC: spatial processor
SS:  spatial spreading
STA:  station
SVD:  singular value decomposition
TDD:  time-division duplexing
WLAN: Wireless Local Area Network

Definitions
Common MIMO training sequence:  a training sequence transmitted by an AP in a SCHED PPDU, composed of one or more OFDM symbols, and intended to be used by any MIMO-capable 802.11 STA for facilitating channel estimation.
Cyclic transmit diversity:  transmit diversity accomplished by introducing a unique cyclic shift in the OFDM symbols associated with each transmit antenna.
Dedicated MIMO training sequence:  a training sequence transmitted by any STA in a Data PPDU, composed of one or more OFDM symbols, and intended to be used by a specific MIMO-capable 802.11 STA for facilitating channel estimation.

Eigenvector: a vector associated with the eigenvalue decomposition of a conjugate symmetric matrix.
Eigenvector steering:  use of eigenvectors for steering an antenna array at a transmitting or receiving STA or AP.
Eigenmode:  a virtual channel synthesized by employing eigenvector steering at transmitting and receiving STAs or APs, when transmitting over a MIMO channel.
MIMO OFDM training symbol:  an OFDM symbol that is part of a MIMO training sequence.
MIMO training sequence:  a common MIMO training sequence or dedicated MIMO training sequence.  Also specifically a MIMO training sequence that does not use eigenvector steering.
Spatial channel:  a virtual channel synthesized by using spatial processing at a receiving STA and a transmitting STA, when transmitting over a MIMO channel.
Spatial mode:  eigenmode.
Spatial spreading:  transmitter spatial processing that generates a vector waveform for transmission on multiple antennas using a standard set of orthogonal vectors such as the columns of a Hadamard matrix or a Fourier matrix, and cyclic transmit diversity.
Spatial stream: payload of bits or modulation symbols carried on a spatial channel. 
Steered MIMO training sequence:  MIMO training sequence transmitted over MIMO channel using eigenvector steering
Steered MIMO OFDM training symbol: and OFDM symbol that is part of a MIMO training sequence. 
Steered mode: same as Eigenvector steering mode

Unsteered mode: same as Spatial spreading mode
1 Introduction and System Overview

The proposal for High Throughput enhancements to 802.11 that QUALCOMM presents in this and associated documents provides highly reliable, high throughput operation in an 802.11 Wireless LAN through selective enhancements to the 802.11 PHY and MAC.  This is done in a manner that makes the greatest possible use of existing 802.11 technology, resulting in an efficient and cost-effective high throughput WLAN. Among the key attributes of our design are:

· Throughput in 20 MHz that substantially exceeds the TGn goal of 100 Mbps above the MAC through the use of MIMO spatial multiplexing techniques
· 202 Mbps max PHY rate for two-antenna stations

· 404 Mbps max PHY rate for four-antenna stations
· Highly reliable, high-performance operation with existing 802.11 convolutional codes used in combination with Eigenvector Steering spatial multiplexing techniques

· Backward compatible modulation, coding and interleaving

· Backward compatible preamble and PLCP. Extended SIGNAL field.

· Adaptation of rates and spatial multiplexing mode through low overhead asynchronous feedback. Works with TXOPs obtained through EDCA, HCF or ACF

· Reduced OFDM symbol overhead through shortened guard interval and additional data subcarriers

· Extended range (greater than 30 meters)
· Quality of Service (e.g., support for multiple real-time video streams)
· Fully backward compatible with 802.11a,b,g,e
· Enhanced throughput and range for legacy stations
· Enhanced power savings
· High spectral efficiency
1.1 Measured Performance

To validate the key aspects of our system design, QUALCOMM has designed and tested a real-time hardware prototype. The system is operational and is delivering significantly more than 100 Mbps in a coverage area of almost 700 square meters in a 20 MHz occupied bandwidth, providing the performance required for both home and enterprise implementations. 

Using our prototype system we measured the physical layer data rates achieved in several locations throughout our offices. The measurements were made in the PCS band using low transmit power (0 dBm total), and receivers with high noise figure (>12 dB). The peak error free physical layer data rates achieved were in excess of 200 Mbps. The measured data rates in the PCS band were then scaled to reflect the physical layer data rates that would be achieved by operating the system in the unlicensed bands of 2.4 GHz and 5.25 GHz, respectively. Adjustments to the measured SNRs were made to account for a total transmit power of 17 dBm, decreased noise figure, and for the increased path loss observed at the higher frequency bands (i.e., 1.6 dB for 2.4 GHz and 8.4 dB for 5.25 GHz). In the 2.4 GHz band the median physical layer data rate for the office was 310 Mbps and lowest physical layer data rate achieved was 198 Mbps. In the 5.25 GHz operating band, the median rate was 225 Mbps and the lowest rate was 120 Mbps.   Achieved performance in the 2.4 GHz and 5.25 GHz bands will be limited in part by transmitter and receiver implementation factors, but these extrapolated results, in conjunction with the simulation results reported in this proposal, show that physical layer throughputs well in excess of 200 Mbps are achievable in 20 MHz.
Additional details concerning the measured results are given in 802.11-04/0720r0:  802.11n MIMO Link Performance: Some Simulation Results, presented at the July 2004 802.11n meeting, in Portland, Oregon..

1.2 Summary of QUALCOMM Approach

The 802.11n requirements outlined in the previous section can be achieved using a combination of changes to both Physical (PHY) layer and Medium Access Control (MAC) layer. A summary of the key attributes of our system is given in this section.

1.2.1 Multiple Antennas

The proposed system design increases the number of antennas used for transmission and/or reception.  This increases the available link diversity and results in higher average data rates. While switched diversity offers a substantial improvement over single antenna devices, significantly greater range and higher data rates are obtained by simultaneously using all of the available transmit and receive antennas. By using additional receivers, sensitivity is increased in proportion to the number of receive antennas in use. Multiple antennas permit beam-steering, which increases the signal-to-noise ratio (SNR), thus achieving an increase in both data rate and range without any increase in transmit power. These techniques are employed to enhance link performance for both legacy and future 802.11n devices.

1.2.2 Spatial Multiplexing

When multiple antennas are used at both the transmitter and receiver (i.e., Multiple Input Multiple Output, or MIMO), spatial multiplexing can be employed to allow additional data to be transmitted without any increase in transmitted power or bandwidth. In addition, the range at which the increased data rate is achieved is extended when optimal processing is employed at both the transmitter and receiver. Furthermore, MIMO affords the ability to minimize interference in the system, resulting in increased network capacity.

The proposed system design employs two modes of spatial multiplexing:

· Eigenvector Steering (ES), and 

· Spatial Spreading (SS)

In the Eigenvector Steering mode, the transmitter has full channel state information available and employs optimal transmit steering techniques using the wideband eigenmodes of the channel.  By transmitting independent data streams on the channel eigenmodes, the receiver processing effectively orthogonalizes the channel, maximizing both data rate and range. In order to accommodate Eigenvector Steering, a simple over-the-air calibration procedure removes the Rx-Tx imbalances that exist in the RF transceivers of each station. 

The Spatial Spreading mode permits spatial multiplexing operation when the transmitter does not have channel state information. In this mode multiple data streams are transmitted using techniques that maximize the diversity associated with each stream. The spatial processing at the receiver separates the data streams prior to demodulating them.  

Both ES and SS approaches to spatial multiplexing result in the synthesis of multiple spatial channels, also referred to here as wideband spatial channels.  The maximum number of spatial channels available on a link between a transmitting STA with 
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The eigenvector steering approach has a significant performance advantage over the spatial spreading approach, particularly when used in conjunction with relatively weak codes such as the high rate punctured convolutional codes used in 802.11.  This is because the eigenvector steering approach results in a substantially lower SNR variance at the input to the decoder than is available using the spatial spreading approach.

Our system design supports up to four spatial channels, providing a peak spectral efficiency of more than 20 bps/Hz.  The system design offers explicit support for up to four antennas per STA (station), although the design will also accommodate a larger number of antennas for additional flexibility and increased performance. 
1.2.3 Coding and Modulation

The existing 802.11a,g standard employs convolutional coding.  The proposed system design employs the same K=7 convolutional code while introducing new punctured rates and extends the modulation alphabet to 256-QAM (quadrature amplitude modulation) to increase the data rate to a maximum of 7 bits per modulation symbol.  In addition, we propose the introduction of an enhanced-throughput OFDM symbol which increases the overall throughput by using a combination of a shortened guard interval (SGI) and additional data subcarriers for a decrease in physical layer overhead.
1.2.4 Interference Management

Techniques such as dynamic frequency selection (DFS), adaptive transmit power and rate adaptation are used to increase the link data rate and network capacity. Dynamic frequency selection is an interference avoidance technique and is already mandated along with transmit power control in some countries in certain operating bands. Our system supports DFS as currently defined in 802.11h. 

A simple adaptive power control mechanism is proposed to enhance the Transmit Power Control procedures defined in 802.11h.  STAs include simple power control feedback in every transmission.  The receiving STA may use this feedback information in making decisions about transmit power level for future transmissions to that STA.  In this way, requests for changes in transmit power can be communicated with low overhead.

Adaptive rate control is a highly effective means of increasing system throughput. Our system design supports a simple feedback mechanism where the receiving station informs the transmitter as to what data rate can be reliably received.  This feedback information is made available with very little cost since it is piggybacked on the extended PLCP (physical layer convergence procedure) header of existing frame transmissions. With rate adaptation, the data rate employed on each link is adjusted in real time to account for both channel and interference variations.  Adaptive rate control permits each station to transmit at the highest rate possible, effectively maximizing system throughput.  In addition, the robustness of the link is significantly enhanced.

1.2.5 MAC Enhancements

The current 802.11 MAC is based on CSMA, which requires terminals to check the channel for activity prior to access. While this is an effective and straightforward solution for uncoordinated wireless access, its efficiency decreases as the physical layer data rate increases. The amount of time occupied by the idle periods is more or less independent of the physical layer data rate.  As data rates increase, the idle periods occupy an increasingly significant portion of the channel’s resources. 

In the case of the 802.11 MAC, this results in diminishing returns from increasing the physical layer data rate. At the highest rate for 802.11a,g of 54 Mbps, the MAC efficiency is less than 50%; as the physical layer data rate is increased beyond 54 Mbps to above 200 Mbps, the available throughput above the MAC tops out at 70 Mbps even with the introduction of 802.11e MAC enhancements.

Our system design employs simple enhancements to 802.11e that increase both link and network efficiency as well as enhance the QoS handling of the MAC. In addition, some of the proposed enhancements significantly extend the battery life of portable devices. These include flexible frame aggregation, improved random access, structured polling, distributed scheduling, and support for managed peer-to-peer communications. These mechanisms impose minimal increases in station complexity.

1.3 Summary of PHY Approach

The key attributes of the proposed physical layer approach are:

· Fully backward compatible with 802.11 b, a, g, e,
· 20 MHz bandwidth operation,

· Enhanced throughput and range for legacy stations using receive and transmit diversity,

· Scalable MIMO architecture supporting up to four Tx/Rx antennas,

· Extended modulation and coding rate sets,

· Interference management mechanisms.

1.3.1 PHY Enhancements for 802.11n

A generic block diagram of the processing elements associated with the transmitter of the proposed MIMO modem is illustrated in Figure 1‑1.  A short description of each of the processing elements is provided below.
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Figure 1‑1 Generic block diagram of 802.11n transmitter 

1.3.1.1 Modulation and Coding

To maintain backward compatibility on the PHY, the existing constraint length 7, rate ½ convolution code is retained along with the punctured code rates. The modulation schemes employed are backward compatible with 802.11b, a, g. Additional code rates are introduced to provide enhanced spectral efficiency, including the use of 256-QAM. All modulation formats are coupled to a specific code rate, as indicated in Table 1‑1. The structure adopted is completely general in that each spatial channel used can have a unique code rate and modulation pairing associated with it. A maximum of four spatial channels is supported. The approach given in this proposal involves up to four parallel codes using the same rate ½ convolutional code, but with rates and the associated puncturing selected independently for each spatial channel.  A PPDU (PLCP protocol data unit) to be transmitted over multiple spatial channels in this manner is demultiplexed into up to four separate bit streams and a 6-bit tail is added to each stream before encoding.  The parallel decoders at the receiver are followed by a multiplexer that reconstitutes the transmitted PPDU. 
A serial coding approach is also a viable alternative, although it is not considered here.  In this case, a single 6-bit tail would be appended to the PPDU prior to encoding.   The rate ½  convolutionally encoded bits would then be demultiplexed into up to four streams prior to puncturing and interleaving.  Each stream is then punctured with the appropriate puncturing pattern to achieve the desired rate for that stream.  At the receiver, the received bits are de-interleaved, then multiplexed prior to decoding.
	Bits/subcarrier
	Code Rate
	Modulation

	0.50
	r=1/2
	BPSK

	0.75
	r=3/4
	BPSK

	1.00
	r=1/2
	QPSK

	1.50
	r=3/4
	QPSK

	2.00
	r=1/2
	16-QAM

	2.50
	r=5/8
	16-QAM

	3.00
	r=3/4
	16-QAM

	3.50
	r=7/12
	64-QAM

	4.00
	r=2/3
	64-QAM

	4.50
	r=3/4
	64-QAM

	5.00

	r=5/6
	64-QAM

	5.001
	r=5/8
	256-QAM

	6.00
	r=3/4
	256-QAM

	7.00
	r=7/8
	256-QAM


Table 1‑1:  Proposed 802.11 Code Rates and Modulations
1.3.1.2 Interleaving 

Bit interleaving is performed on a per stream basis and is constrained to a single OFDM symbol. When multiple spatial streams are transmitted on the spatial channels, the coded bits assigned to each spatial stream are interleaved separately. The interleaving per stream is backward compatible with 802.11a,g. The new rates and new expanded OFDM symbol with 52 data subcarriers employ interleaving schemes that are consistent with those defined in 802.11a, g. 

1.3.1.3 Spatial Processing 

High Throughput access points (APs) and stations (STAs) in an 802.11 Wireless LAN employ multiple Tx/Rx antennas and spatial processing. On a link between two STAs, or between a STA and an AP, the number of antennas at the transmitter is denoted 
[image: image17.wmf]Tx

N

 and the number of antennas at the receiver is denoted 
[image: image18.wmf]Rx

N

. The total transmitter power is equally distributed among all 
[image: image19.wmf]Tx

N

 antennas. 

The WLAN wireless channel is typically characterized by some degree of scattering.  The scattering results in time dispersion and a random element in the channel response between antennas at the transmitter and antennas at the receiver. This time dispersion results in variability across frequency of the frequency-domain description of the channel response.  We characterize the MIMO wideband channel for each OFDM subcarrier at frequency 
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When sufficient RF signal scattering exists the MIMO channel can support communications on multiple parallel spatial channels.  The maximum number of parallel spatial channels available to transmit data on is limited by 
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In Figure 1‑2, a MIMO channel is depicted for a link where the STA has two antennas and the AP has four antennas. The resulting forward-link channel (AP-to-STA) describing the coupling between the AP transmit and STA receive arrays is denoted 
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 and represented in matrix form as:
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where 
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 is the channel response between receiver element i and transmitter element j at frequency 
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.   Due to the inherent reciprocity of the TDD (time-division duplexing) channel, the reverse-link channel coupling matrix is the transpose of the forward-link channel coupling matrix:
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Figure 1‑2 MIMO Channel for a single OFDM subcarrier for 2 STA antennas and 4 AP antennas

The proposed 802.11n system takes advantage of MIMO channels with two distinct forms of spatial multiplexing transmission:

· Steered – transmitter has full channel characterization and employs Eigenvector Steering (ES),

· Unsteered – transmitter has partial channel characterization (e.g., SNR per spatial channel) and employs Spatial Spreading (SS).

In a MIMO OFDM system, vector OFDM symbols are formulated by establishing a set of transmitted symbol vectors, each vector being associated with one OFDM subcarrier.  For the OFDM subcarrier at frequency 
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, the vector of transmitted symbols is 
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 is associated with a specific transmit antenna.  The transmitted time-domain waveform 
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 is calculated by computing a vector inverse Fourier transform (a conventional inverse Fourier transform for each transmit antenna) as follows:
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In the simplest form of spatial processing the elements of the transmitted symbol vectors are modulation symbols such as QAM or PSK symbols that result from a coding and modulation mapping operation.  If we represent the vector of modulation symbols to be transmitted as 
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However, some simple transformations of the modulation symbol vector improve performance and/or simplify receiver processing.  We propose two such transformations, which we refer to generically as unsteered and steered approaches, and more specifically as Spatial Spreading (SS) and Eigenvector Steering (ES), respectively.

1.3.1.3.1 Spatial Spreading

Spatial Spreading is used when the transmitter has partial characterization of the channel.  The vector of modulation symbols to be transmitted is transformed by a matrix 
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 columns of a unitary matrix.  Thus the transmitted symbol vector for the OFDM subcarrier with frequency, 
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The spatial spreading matrix 
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 varies with subcarrier frequency 
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 in order to maximize the transmit diversity order.  A very simple and effective construction is to employ a single Hadamard or Fourier matrix in combination with cyclic transmit diversity (CTD), so that the resulting spatial spreading matrix is
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where 
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 columns of a unitary matrix such as a Hadamard matrix (for cases of two or four transmit antennas) or a Fourier matrix (for three transmit antennas). To make 
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 a function of frequency, each antenna is assigned a cyclic delay that introduces a linear phase shift.  This cyclic transmit diversity has a simple time domain implementation, but can be represented in the frequency domain by
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where 
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 is the delay interval (typically 50 ns).

Use of the Hadamard matrix in two-antenna and four-antennas STAs involves very little additional complexity, since the elements of the Hadamard matrices are +/-1.   For STAs with three antennas, implementation of the Fourier spatial processing requires complex multiplies.

At the receiver, various processing techniques can be used to extract the modulation symbols from the crosstalk induced by the channel and the transmit processing.

Further details on Spatial Spreading are given in A.10
1.3.1.3.2 Eigenvector Steering

Eigenvector Steering is used when the transmitter has full characterization of the channel. A station can usually easily characterize the MIMO channel due to channel reciprocity inherent in a TDD system.  The transmitter can then employ optimal transmit steering using the eigenvectors associated with the MIMO channel. Using eigenvector-based transmission, data is separated into multiple independent data streams and coded, interleaved and modulated separately on each of the available spatial channels. The combination of the spatial processing employed at both the transmitter and receiver effectively renders these streams orthogonal at the output of the receiver’s spatial processor. Both the data rate and range of the system are maximized using ES. 

With ES, the MIMO channel associated with a single OFDM subcarrier can be decomposed into orthogonal spatial channels commonly referred to as eigenmodes.  Using the example above, 
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where 
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The matrices 
[image: image71.wmf]()

U

l

, 
[image: image72.wmf]()

V

l

 and 
[image: image73.wmf]()

D

l

 can be determined from 
[image: image74.wmf]()

R

H

l

 using Singular Value Decomposition (SVD), or related techniques.

In the case of Eigenvector Steering, the modulation symbol vector 
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 is transformed by the matrix of right singular vectors to generate the vector of transmitted symbols:
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While the matrices 
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 used in Eigenvector Steering and 
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 used in Spatial Spreading both consist of orthonormal columns, the end result is very different.  In Eigenvector Steering, the steering matrix 
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 is computed from detailed knowledge of the channel to maximize the coupling of the transmit signal into the natural modes of the channel.  In Spatial Spreading, the steering matrix 
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 is completely independent of the channel and results in an essentially randomly distributed, isotropic coupling of the transmit signal into the channel, which reduces the outage probability under most conditions when the transmitter does not have sufficient knowledge of the channel to use Eigenvector Steering.

Figure 1‑3 depicts the eigenvector steered (ES) transmission and reception scheme for the example given above based on this formulation. For clarity, the transmitter and receiver spatial processing is illustrated for a single OFDM subcarrier, at frequency 
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Receiver processing for Eigenvector Steering, in its simplest form, consists of multiplying the vector of received symbols in the OFDM subcarrier at frequency 
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 by the conjugate transpose of the matrix of left singular vectors 
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 to recover the modulation symbol 
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 scaled by the matrix of singular values and corrupted by noise.

Further details on Eigenvector Steering are given in A.1.
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Figure 1‑3  2x4 MIMO Transmitter/Receiver based on ES

1.3.1.4 Calibration

Differences in the transmit and receive chains in a STA or AP destroy the inherent reciprocity of the over-the-air TDD channel.  Calibration is necessary in order to remove the differences in the transmit and receive chains and enforce reciprocity in the observed baseband-to-baseband channels.  A simple over-the-air calibration procedure effectively corrects for these differences in real time, thereby enabling ES transmission. The calibration procedure ensures that the observed channel matrices on the two directions of the link are transposes of each other and thus renders the resultant channel reciprocal. Although the SS transmission mode does not require it, calibration neither improves nor degrades the performance of SS.  Thus, if they are able to do so, STAs calibrate upon association.  Calibration works for any square or non-square dimensionality, i.e., 
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The detailed calibration sequence is given in A.5.
1.3.1.5 Preamble and MIMO Training Structure

The receiver characterizes the MIMO channel by using a training sequence. Two types of MIMO training sequences are employed in the system, namely:

· MIMO Training Sequence – A different orthogonal training sequence is transmitted on each antenna allowing the receiver to directly form an estimate of the channel matrix in each OFDM subcarrier.
· Steered MIMO Training Sequence – A different orthogonal training sequence is transmitted on each eigenvector allowing the receiver to directly form an estimate of the received spatial matched filter in each OFDM subcarrier.
In each case, 
[image: image88.wmf]Tx

N

 OFDM symbols are transmitted, where 
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 OFDM symbols with real Hadamard sequences for STAs employing 2 or 4 transmit antennas, or a Fourier sequence for STAs employing 3 transmit antennas.

These sequences can serve as common training sequences or dedicated training sequences.  A common training sequence is the MIMO Training Sequence transmitted by an AP in a SCHED PPDU for use by any station in performing channel estimation.  A dedicated training sequence can be either a MIMO Training Sequence or a Steered MIMO Training Sequence, which is transmitted as part of a Data PPDU for use by the receiver in demodulating the data frame.

802.11n data frames are structured as depicted in Figure 1‑4 below. In general, each data frame is composed of the following elements:

· Preamble– Used for initial acquisition including AGC (automatic gain control) settling, timing and frequency acquisition, and channel estimation for SIGNAL field(s).

· SIGNAL field(s)– Used to convey information regarding the structure of the current PPDU such as length, rate, MIMO training sequence type and duration, etc.

· MIMO Training Sequence– Orthogonal MIMO training sequence used to facilitate MIMO channel estimation. The MIMO Training Sequence can be 0, 2, 3, or 4 standard OFDM symbols in duration. 

· Data– Data portion of the PPDU transmitted at the rate indicated in the SIGNAL field(s).
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Figure 1‑4 802.11n data frame PPDU

The preamble and SIGNAL fields are always transmitted using the first column of the spatial spreading matrix 
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.  This is to facilitate interoperability and backward compatibility with legacy stations. The MIMO Training Sequence may be steered when operating in ES mode. The training sequence format and length are conveyed in the SIGNAL field(s).

When the MIMO training sequence is transmitted, the receiver can estimate the effective channel directly by correlating with the known sequence and integrating over the 
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 OFDM symbols. The exact same receiver processing is employed when the steered MIMO training sequence is transmitted.  In this case, the effective channel (i.e., product of the transmit steering matrix and the channel matrix per subcarrier) is directly estimated at the receiver.  See A.7 for more details.
Use of the steered MIMO training sequence greatly reduces the implementation complexity at an AP that implements ES, because it eliminates the need for the AP to compute the channel singular value decomposition (SVD) for the channel associated with every STA with which it is communicating using ES.  As explained in section A.8, it is only necessary for STAs to perform the SVD computation.  
1.3.1.6 Scalable Antenna Configurations

The proposed 802.11n system supports spatial operation for a maximum of four spatial channels. More than four antennas can be accommodated, but these additional antennas do not provide additional spatial modes. They can provide somewhat higher throughput and/or additional range at which a particular data rate can be supported. The system can also support devices with lower numbers of antennas at both the AP and STA. 

The number of antennas at the AP and STA need not be the same; thus, an AP could have four antennas, some STAs could have four antennas (such as HDTV units and computers), other STAs could have two antennas (such as a stereo digital audio player), and still other STAs one antenna (such as a VoIP STA). 

Spatial multiplexing is not used if there is only a single antenna at either the transmitter or receiver. In the case where a multi-antenna station is communicating with a single antenna station, spatial processing is always used at the multi-antenna station to improve the performance of the link. Performance gains are realized for both legacy and 802.11n compliant single antenna stations.

1.3.1.7 OFDM Processing (FFT/IFFT)

The OFDM subcarrier structure employed is identical to that of 802.11a,g standard OFDM symbols, which are 3.2 μs in duration and extended by the addition of a 0.8 μs cyclic prefix, or guard interval (GI). The guard interval represents a 20% physical layer overhead that is unnecessary when operating in limited delay spread channels. 

In order to reduce this overhead, the proposed 802.11n system introduces a shortened cyclic prefix (shortened guard interval or SGI) OFDM symbol. The SGI OFDM symbol is 3.2 μs in duration, including a 0.4 μs guard interval.  The SGI OFDM symbol has a physical layer overhead of roughly 11% and can be used in place of the standard OFDM symbol for transmitting data symbols of the MPDUs more efficiently. All overhead packets including pilot are transmitted using standard-length OFDM symbols.

A further reduction in the physical layer overhead is obtained by increasing the number of data subcarriers from 48 to 52.  This expanded OFDM symbol may be used in conjunction with the standard 4 μs OFDM symbol or the shortened 3.6 μs OFDM symbol.

1.3.1.8 Rate Adaptation 

For either ES or SS mode of operation, the receiver uses the MIMO training sequence to determine the data rate that will result in reliable transmission on each spatial channel. Explicit rate control feedback conveyed in the FEEDBACK field of the MIMO OFDM PLCP Header permits transmitting stations to immediately adapt their transmission rate to maximize link throughput, dramatically improving system capacity. 

The rate control information consists of one rate per spatial stream. With ES, different rates per spatial stream are typical. With SS, the rates per spatial stream may be the same or different, depending upon the receive processing employed. The rate of the first stream (i.e., maximum rate stream) is always encoded with 4 bits. The rates of the remaining, rank ordered, streams are coded differentially with respect to the preceding stream using 3 bits. Thus a total of 13 bits of rate control are used to convey the rate of the current PPDU in the SIGNAL fields and in the FEEDBACK field of the MIMO OFDM PLCP Header.

Rate feedback need not be synchronous. Transmission opportunities may be obtained synchronously or asynchronously using contention-based or scheduled MAC operation so variable amounts of time may pass between transmission opportunities and rate feedback. Based on the age of the rate feedback, the transmitter can apply an age-dependent rate back-off to determine the transmission rate.

1.4 Overview of MAC enhancements

A high performance MAC is required to effectively leverage the high data rates enabled by the MIMO WLAN physical layer. The key attributes of the MAC are:

· Adaptation of the PHY rates and transmission modes to effectively exploit the capacity of the MIMO channel.

· Low latency operation to service the PHY and to provide low end-to-end delays to address the requirements of high throughput and multimedia applications. Low latency operation may be achieved in a contention-based MAC at low loads, or in heavily loaded systems using centralized or distributed scheduling. Low latency:

· Permits fast rate adaptation to maximize physical layer data rate.

· Permits inexpensive MAC implementation with small buffers without stalling ARQ.

· Minimizes end-to-end delay for future multimedia and high throughput applications.

· High MAC efficiency and low contention overhead. In contention based MACs, at high data rates the time occupied by useful transmissions shrinks while an increasing fraction of the time is wasted in overheads, collisions and idle periods. Wasted time on the medium can be reduced through scheduling as well as through aggregation of multiple higher layer packets (e.g., IP datagrams) into a single MAC frame. Aggregated frames also minimize preamble and training overhead.

· QoS handling. The high data rates enabled by the PHY permit simplified QoS handling.

The proposed MAC enhancements are designed to address the above performance criteria in a manner that is backward compatible with 802.11g and 802.11a. We build on the features that are included in the draft standard 802.11e, including mandatory features such as TXOP and Direct Link Protocol (DLP), as well as the optional Block Ack mechanism.

1.4.1 Flexible Frame Aggregation
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Figure 1‑5 Flexible Frame Aggregation
Frame aggregation permits the encapsulation of one or more MAC frames (or fragments) within an aggregated frame transmitted as a single PPDU. The aggregated frame may contain encapsulated frames (or fragments) of type data, management or control. In case privacy is enabled, the frame payload may be encrypted. The MAC frame header of an encrypted frame is “in the clear.”

MAC-level frame aggregation as defined here permits transmission of frames with zero IFS (interframe space) or BIFS (burst interframe space) to the same receiving STA. In certain applications, it is desirable to permit the AP to transmit frames with zero IFS or aggregated frames to multiple receiving STAs. This is permitted in our design through the use of the SCHED frame discussed later. The SCHED frame defines the start time of multiple TXOPs. Preambles and IFS can be eliminated when the AP makes back-to-back transmissions to multiple receiving STAs. In contrast to the above MAC-level frame aggregation, we refer to this as PPDU aggregation.

An Aggregation Header (2 octets) is inserted in the MAC Header of each encapsulated frame (or fragment) inserted in the aggregated frame. The Length field in the Aggregation Header indicates the length (in octets) of the encapsulated MAC frame, and is used by the receiver to extract frames (and fragments) from the aggregated frame. The Aggregation Header is always used in a MIMO OFDM PPDU since the PPDU Size field in the proposed SIGNAL field provides the size of the PPDU transmission (number of OFDM symbols) while the length of each encapsulated MAC frame (in octets) is included in the Aggregation Header.

An aggregated MAC frame transmission starts with a preamble followed by the MIMO OFDM SIGNAL field, followed by the MIMO OFDM training sequence (if any). The aggregated MAC frame flexibly aggregates one or more encapsulated frames or fragments that are to be transmitted to the same receiving STA.
 There is no restriction on the number of frames and fragments that are permitted to be aggregated. There is a limit to the maximum size of an aggregated frame that is established through negotiation. Typically, the first and last frames in the aggregated frame may be fragments that are created for efficient packing. When several encapsulated data frames are included within an aggregated frame, the MAC headers of the data and QoS data frames can be compressed.

The transmitting MAC should attempt to minimize PHY and PLCP overheads and idle periods through the use of flexible frame aggregation. This is accomplished by aggregating frames to eliminate interframe spacing and PLCP headers as well as flexible frame fragmentation to fully occupy the available space in TXOP. To accomplish this, the MAC first computes the number of octets to be provided to the PHY based on the current data rate and the duration of the assigned or contention-based TXOP. Complete and fragmented MAC frames are then packed to occupy the entire TXOP. 

If a complete frame cannot be accommodated in the remaining space in a TXOP, the MAC should fragment the next frame to occupy as much as possible of the remaining octets in the TXOP. Frames may be fragmented arbitrarily for efficient packing, subject only to the restriction of a maximum of 16 fragments per frame. Remaining fragment(s) of the MAC frame will be transmitted in a subsequent TXOP. In the subsequent TXOP, the MAC should give higher priority to fragments of an incompletely transmitted frame.

1.4.2 Eliminate Immediate ACK for MIMO OFDM Transmissions

Decoding and demodulation of coded OFDM transmissions imposes additional processing requirements at the receiving STA. To accommodate this, 802.11a and 802.11g allow additional time for the receiving STA before the ACK must be transmitted. In 802.11a, the SIFS (short interframe space) time is set to 16 µs. In 802.11g the SIFS time is set to 10 µs but an additional 6 µs OFDM signal extension is introduced. 

Since decoding and demodulation of MIMO OFDM transmissions imposes even more processing burden, following the same logic for MIMO OFDM PHY, we could increase the SIFS or OFDM signal extension but this leads to further reduction in efficiency. Alternately, by extending the Block ACK and Delayed Block Ack mechanisms of 802.11e, we could completely eliminate the requirement of Immediate ACK for all MIMO OFDM transmissions. We choose the second alternative. Instead of increasing the SIFS or the signal extension, we eliminate the signal extension and for many situations can decrease or eliminate the required interframe spacing between consecutive transmissions (see Section 1.4.8).
1.4.3 Extended SIGNAL Field

Several new PPDU types are introduced. For backward compatibility with 802.11a and 802.11g STAs, the RATE field in the SIGNAL field of the PLCP Header is modified to a RATE/Type field. Unused values of RATE are designated as PPDU Type. The PPDU Type also indicates the presence and length of a SIGNAL field extension designated SIGNAL2. New values of the RATE/Type field are defined in Table 1‑2. These values of the RATE/Type field are undefined for legacy STAs. Therefore, legacy STAs will abandon decoding of the PPDU after successfully decoding the SIGNAL1 field and finding an undefined value in the RATE field.

The SIGNAL2 uses one OFDM symbol for all PPDU types except for the FRACH (fast random access channel) and the Long Token PPDU. The receiver is able to determine the length of the SIGNAL2 field based on the PPDU Type. The FRACH PPDU appears only in a designated portion of the SCAP (scheduled access period) and needs to be decoded only by the AP. The Long Token PPDU is used only in the RRBSS.

PPDU Type 0000 is shown in Figure 1‑6. Receiver operation is facilitated as follows:

· The PPDU Size field indicates the PPDU size in number of OFDM symbols.

· The DRV (data rate vector) field indicates the data rate per MIMO spatial stream. Up to 4 spatial streams are permitted.

· The Training Type field indicates the number of MIMO OFDM training symbols that follow the SIGNAL field as well as the MIMO OFDM transmission mode: ES or SS.

	RATE/Type (4 bits)
	MIMO PPDU
	SIGNAL2 Field Length (OFDM Symbols)

	0000
	MIMO BSS IBSS or RRBSS STA transmission. MIMO AP transmission (except SCHED PPDU).
	1

	0010
	MIMO BSS SCHED PPDU
	1

	0100
	MIMO BSS FRACH PPDU
	2

	1000
	MIMO RRBSS Short Token 
	1 

	1010
	MIMO RRBSS Long Token 
	4 

	1100
	MIMO CAL PPDU
	1


Table 1‑2 MIMO PPDU Type Field
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Figure 1‑6 PPDU Type 0000 showing PLCP Header and MIMO OFDM Training Symbols

1.4.4 Rate Adaptation

Explicit rate feedback allows stations to quickly and accurately maximize their transmission rates, dramatically improving efficiency of the system. Low latency is key.  However, feedback opportunities need not be synchronous. Transmission opportunities may be obtained in any manner, contention-based: EDCA (enhanced distributed channel access), polled: HCF, or scheduled as in the proposed Adaptive Coordination Function (ACF). Therefore, variable amounts of time may pass between transmission opportunities and rate feedback. Based on the age of the rate feedback, the transmitter can apply a back-off to determine the transmission rate.

The PPDU data segment rate adaptation for transmissions from STA A to STA B relies on feedback provided by STA B to STA A. For either ES or SS mode of operation, each time STA B receives MIMO OFDM Training Symbols from the STA A, it estimates the data rates that can be achieved on each spatial stream. In any subsequent transmission from STA B to STA A, STA B includes this estimate in the DRVF (data rate vector feedback) field. The DRVF field is included in the FEEDBACK field of the PLCP header and transmitted at the data segment rate. 

When transmitting to STA B, STA A determines what transmission rates to use based on the DRVF it received from STA B, suitably backed-off as necessary to account for delays. The SIGNAL field contains the 13-bit DRV field that allows the receiving STA B to decode the frame transmitted from STA A. The DRV is transmitted at the control segment rate (6 Mbps).

1.4.5 Compressed BlockAck

Three compressed BlockAck frames are defined. BA Type 11 is modified from the 802.11e BlockAck frame by removing the trailing 0s from the Block Ack Bitmap.

When no fragmentation has been used, implementations must use BA Type 01. This frame is 32 octets long compared to the 152 octet 802.11e BlockAck frame. BA Type 01 may also be used when fragmentation has been used. All fragments of MSDUs indicated as not received will have to be retransmitted.

A BlockAck frame with BA Type 10 provides the same information as an 802.11e BlockAck frame but in a more efficient variable length format. The Mixed Block Ack bitmap is of variable length and is defined as follows. First the No Fragments Block Ack bitmap of BA Type 01 is constructed where each complete received MSDU is indicated with a 1, while a 0 indicates an MSDU that is not received. An MSDU is considered to be not received if at least one of the fragments that comprise the MSDU has not been received. To obtain the Mixed Block Ack Bitmap, 16 bits are inserted after each 0 in the No Fragments Block Ack bitmap. The 16 bits are set according to the Ack status of the fragments of the not-received MSDU. 

1.4.6 Adaptive Coordination Function

The Adaptive Coordination Function is an extension of the HCCA and EDCA that permits flexible, highly efficient, low latency scheduled operation suitable for operation with the high data rates enabled by the MIMO PHY. The SCHED message is an enhancement of the HCCA Poll. Using a SCHED message the AP may simultaneously schedule one or more AP-STA, STA-AP and STA-STA TXOPs over a period known as a Scheduled Access Period or SCAP (Figure 1‑7). The maximum permitted value of the SCAP is 4 ms.

When only MIMO STAs are present, the NAV for the SCAP can be set through the Duration field in the SCHED frame. If protection from legacy STAs is desired, the AP may precede the SCHED frame with a CTS-to-Self to establish the NAV for the SCAP at all STAs in the BSS. The SCHED is ideally suited for efficient operation when there are no overlapping BSSs. Elimination of overlapping BSSs is out of scope here, and must be addressed through higher level operations such as managed allocation of FAs or DFS.

MIMO STAs obey the SCAP boundary. The last STA to transmit in a SCAP must terminate its TXOP, PIFS (PCF interframe space) duration before the end of the SCAP. 

MIMO STAs obey the scheduled TXOP boundaries and complete their transmission prior to the end of the assigned TXOP. This allows the subsequent scheduled STA to start its TXOP without sensing the channel to be idle. 

Figure 1‑7 shows an example of how the SCAP may be used in conjunction with HCCA and EDCA. In any Beacon interval, the AP has complete flexibility to adaptively intersperse duration of EDCA contention-based access with the 802.11e CAP (controlled access phase) and the MIMO OFDM SCAP.
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Figure 1‑7 SCAP showing Scheduled TXOPs

The AP uses the following procedures for recovery from SCHED receive errors. If a STA is unable to decode a SCHED message it will not be able to utilize its TXOP. If a scheduled TXOP does not begin at the assigned start time, the AP may initiate recovery by transmitting at a PIFS after the start of the unused scheduled TXOP. The AP may use the period of the unused scheduled TXOP as a CAP. During the CAP, the AP may transmit to one or more STA or Poll the STA that missed the scheduled TXOP or another STA. The CAP is terminated prior to the next scheduled TXOP.

The same procedures may also be used when a scheduled TXOP terminates early. The AP may initiate recovery by transmitting at a PIFS after the end of the last transmission in the scheduled TXOP. The AP may use the unused period of a scheduled TXOP as a CAP, as above.

1.4.7 Protected Contention

The SCAP may also contain a portion dedicated to FRACH transmissions and/or a portion where MIMO STAs may use EDCA procedures. These contention-based access periods are protected by the NAV set for the SCAP. 

Protected contention complements low latency scheduled operation by permitting STAs to indicate TXOP requests to assist the AP in scheduling. In the protected EDCA period, MIMO OFDM STAs transmit frames using EDCA based access (protected from contention with legacy STAs). STAs indicate TXOP duration request or buffer status in the 802.11e QoS Control field in the MAC Header. The FRACH is a more efficient means of providing the same function. During the FRACH period, STAs use slotted Aloha like contention to access the channel in fixed size FRACH slots. The FRACH PPDU includes the TXOP duration request.

1.4.8 Reduced Inter-Frame Spacing

For scheduled transmissions, the start time of the TXOP is indicated in the SCHED message. The transmitting STA begins its scheduled TXOP at the precise start time indicated in the SCHED message without determining that the medium is idle. 

Consecutive scheduled AP transmissions during a SCAP are transmitted with no minimum IFS.

Consecutive scheduled STA transmissions (from different STAs) are transmitted with an IFS of at least Guard IFS (GIFS). The default value of GIFS is 800 ns. A larger value may be chosen up to the value BIFS defined next.

Consecutive MIMO OFDM PPDU transmissions from the same STA (TXOP bursting) are separated by a Burst IFS (BIFS). When operating in the 2.4 GHz band, the BIFS is equal to the 10 µs and the MIMO OFDM PPDU does not include the 6 µs OFDM signal extension. When operating in the 5 GHz band, the BIFS is 10 µs.

Frames that require an immediate response from the receiving STA are not transmitted using a MIMO OFDM PPDU. Instead, they are transmitted using the underlying legacy PPDU, i.e., Clause 19 in the 2.4 GHz band or Clause 17 in the 5 GHz band. Some examples of how legacy and MIMO OFDM PPDUs are multiplexed on the medium are shown below.

Example 1: Legacy RTS/CTS followed by MIMO OFDM PPDU bursting:

Legacy RTS – SIFS – Legacy CTS – SIFS – MIMO OFDM PPDU – BIFS – MIMO OFDM PPDU

In 2.4 GHz, the legacy RTS or CTS PPDU uses OFDM signal extension and the SIFS is 10 µs. In 5 GHz, there is no OFDM extension but the SIFS is 16 µs.

Example 2: EDCA TXOP using MIMO OFDM PPDU. 

MIMO OFDM PPDU – BIFS – Legacy BlockAckRequest – SIFS – ACK 

The EDCA TXOP is obtained using EDCA procedures for the appropriate AC. The Legacy BlockAckRequest is transmitted as described above with either signal extension or 16 µs SIFS. If the BlockAckRequest is transmitted in the aggregate frame within the MIMO OFDM PPDU, there is no ACK.

Example 3: Consecutive scheduled TXOPs

STA A MIMO OFDM PPDU – GIFS – STA B MIMO OFDM PPDU

There may be an idle period after the transmission of the STA A MIMO OFDM PPDU if the PPDU transmission is shorter than the assigned maximum permitted TXOP time.
1.4.9 Enhanced Power-Save Features

Each assignment scheduled by the SCHED message specifies the transmitting STA AID, the receiving STA AID, the start time of the scheduled TXOP and the maximum permitted length of the scheduled TXOP. Inclusion of the transmitting and receiving STA in the assignment elements permits efficient power-save at STAs that are not scheduled to transmit or receive during the SCAP. 

When used with optimized scheduled operation where the SCAP appears within the Beacon interval with a know periodicity, the inclusion of a 6-bit SCHED Count in the SCHED message permits enhanced power-save operation. The SCHED Count is incremented at each SCHED transmission and is reset at each Beacon transmission. STAs that have indicated enhanced power-save operation to the AP are provided specific SCHED Count values during which they could be assigned scheduled transmit or receive TXOPs by the AP. STAs wake up periodically only to listen for SCHED messages with an appropriate SCHED Count. 

1.4.10 SCHED Frame
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Figure 1‑8 SCHED control frame format

The SCHED message is a Multiple Poll message that assigns one or more AP-STA, STA-AP and STA-STA TXOPs for the duration of a Scheduled Access Period (SCAP). Use of the SCHED message permits reduced polling and contention overhead, as well as eliminates unnecessary IFS. 

The SCHED message is transmitted as a special SCHED PPDU (Type 0010). The MAC Header field is 15 octets and is shown in Figure 1‑8. The presence and length of the CTRL0, CTRL1, CTRL2 and CTRL3 segments are indicated in the SIGNAL field of the SCHED PPDU.
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Figure 1‑9 CTRLJ Segments 
The SCHED message defines the schedule for the SCAP. Each of the CTRL0, CTRL1, CTRL2 and CTRL3 segments are of variable length and are transmitted at 6, 12, 18 and 24 Mbps, respectively. A number of assignment elements may be packed into each CTRLJ segment. Each assignment element specifies the transmitting STA AID, the receiving STA AID, the start time of the scheduled TXOP and the maximum permitted length of the scheduled TXOP.

Inclusion of the transmitting and receiving STA in the assignment elements permits efficient power-save at STAs that are not scheduled to transmit or receive during the SCAP. 

The preamble may be eliminated in consecutive transmissions from the AP. This is especially useful when the AP has low bandwidth, low latency flows to several STAs, as would be the case with a BSS with many VoIP flows. Therefore, the SCHED frame permits the aggregation of transmissions from the AP to several receiving STAs.   Frame Aggregation, as defined above, only permits the aggregation of frames to one receiving STA. 

Bits 13-0 of the Duration field specify the length of the SCAP in microseconds. The Duration field is used by STAs capable of MIMO OFDM transmissions to set the NAV for the duration of the SCAP.  When legacy STAs are present in the BSS, the AP must use other means to protect the SCAP, e.g., a legacy CTS-to-Self. 

The MAP field in the SCHED frame specifies the presence and duration of protected contention based access periods during the SCAP. 

The SCHED Count is a 6 bit field that is included in the Power Management field in the SCHED frame and facilitates enhanced power-save features discussed above. 

1.4.11 Round Robin BSS (RRBSS) Operation

The RRBSS is an enhancement of the IBSS that permits low-latency, reduced contention, distributed scheduling suitable for the high data rates enabled by the MIMO PHY. Distributed low-latency scheduled access is provided for QoS flows through a round-robin (RR) token passing service discipline. RR STAs follow a round-robin order and are able to transmit round-robin transmit opportunities (RR TXOPs) during a portion of the beacon interval known as the RR period or RRP. Only STAs with QoS flows are permitted to join the RR schedule and access the medium during the RRP. Best effort flows continue to access the medium using DCF in the CP (contention period).
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Figure 1‑10 RRBSS Transmissions showing RRP and CP

1.4.11.1 Basic RR Operation

In an existing or newly formed IBSS, the first STA that desires to start using a periodic transmission to satisfy its QoS flow(s) obtains a TXOP through DCF procedures and transmits a (broadcast) Long Token PPDU that contains a 4-bit RRID (other than 0000) that is not already in use by another STA. The RRID value 0000 has special meaning. As additional STAs join the RR schedule, each STA picks its own RRID from among unused ones and adds itself to the RR schedule as discussed below.

As STAs join and leave or re-insert themselves in the RR schedule, the changes in the RR schedule are tracked through a global variable RR Seq. The RR Seq is incremented every time a STA joins, leaves, or reinserts itself in a different position in the RR schedule. The RR Seq is included as a field in both the Short Token PPDU and Long Token PPDU. 

Immediately following the expiration of the TBTT, the last STA on the RR schedule of the previous Beacon interval must transmit the Beacon after waiting for a round-robin interframe spacing (RRIFS) gap. The RRIFS is shorter than the DCF interframe spacing (DIFS). The DIFS is the minimum interframe spacing that can be used by any other STA in the IBSS. This gives the STA with the token priority over other contending STAs to access the medium.  Note that the RRIFS is chosen to be equal to the PIFS, however since no AP is present, there is no conflict with an AP. The first STA in the RRP always passes control using the Long Token PPDU, which includes the complete RR schedule for the RRP.

At the completion of each RR TXOP, the RR STA passes the token to the next STA on the RR schedule. The STA must explicitly indicate the end of an RR TXOP by transmitting a Token PPDU that contains the RRID of the next STA on the RR schedule. The STA may use either the Short or the Long Token PPDU. The next STA on the RR schedule receives the token and acquires control of the medium after waiting for a RRIFS duration. Any transmission from this STA serves as an implicit acknowledgment of the token passing. Thus, control passes from the STA with the entry j on the RR schedule for the current Beacon interval to the STA with entry j+1 on the RR schedule. The RRP of the Beacon interval ends when the last STA on the RR schedule completes its transmission. This is indicated by the transmitting STA setting the Next RRID field in the token to 0000. The RRP must end no later than indicated in the RRP Fraction field of the Token. The medium reverts to distributed coordination function (DCF) operation until the next TBTT. This period is referred to as the contention period (CP).

STAs with non-QoS flows that do not participate in the RRP may transmit during the CP using DCF procedures. TXOP transmissions during the CP do not end with an explicit token. A STA that intends to participate in the CP can determine the beginning of CP transmission if it either decodes a token with the Next RRID set to 0000, or if it observes a non-RR TXOP, that is, the end of a TXOP with no token transmission.

1.4.11.2 Explicit Token Passing

In case the STA with entry j on the RR schedule completes its transmission (and indicates the passing of the token to STA with entry j+1), but the STA with entry j+1 does not begin transmission after a RRIFS interval, STA with entry j retains control of the token after a DIFS gap and must explicitly pass control by transmitting a token to the STA with entry j+2. The STA with entry j+2 must begin transmission after waiting for RRIFS after the transmission of the token. If the STA with entry j fails to pass control to some subsequent STA on the RR List it must transmit a token with the Next STA set to 0000 to indicate end of the RRP. This indicates a premature termination of the RRP. 

If a STA is unable to decode the Token PPDU transmission prior to its scheduled RR transmission, it must defer transmission in the RRP during that Beacon interval. This ensures robust operation and avoids collisions. Bandwidth is not wasted since control is passed to subsequent STAs in the schedule using the methods of the previous paragraph. The deferring STA can participate in the CP during that Beacon interval.

A STA that experiences several failed attempts to obtain a token during its RR TXOPs must assume that it has lost its place in the RR schedule and join the DCF. It may again contend to join the RR schedule by transmitting in the CP. Its previous entry in the RR schedule will expire after NRR or fewer Beacon intervals.

1.4.11.3 RR Schedule Shuffling

The RR schedule is rotated at each TBTT. The rotation of the RR schedule has a number of benefits:

· The Beacon is periodically transmitted by each RR STA, thus permitting the propagation of the information throughout the RRBSS,

· The order of transmission is changed, permitting fairness and better power management.

Immediately following the expiration of the TBTT, the last STA on the RR schedule of the previous Beacon interval must transmit the Beacon after waiting for a round-robin interframe spacing (RRIFS) gap. If the STA does not transmit at the RRIFS, at the expiration of DIFS, control of the medium reverts to the STA that transmitted the Beacon in the previous Beacon interval. That is the RR schedule does not rotate for this Beacon interval.

1.4.11.4 Bandwidth Management and Fairness

Bandwidth and overhead management in the RRBSS is through the RR Bandwidth Management field in the Token. The STA that transmits last in the RRP remains awake and observes the CP. During the next Beacon interval it updates the parameters of the Bandwidth Management field in the Token based on the observation of the RRP and the CP. 

1.4.11.5 Power-Saving

In each RRP, an RR STA may sleep after the completion of its RR TXOP and that of all of its correspondent STAs. Note that each RR STA remains awake for an entire Beacon interval including CP during the Beacon interval in which it is the Last RRID. 

1.4.12 QoS and Scheduling

The high data rates enabled by the PHY permit simplified QoS handling. The wired Ethernet has always approached QoS in this fashion, i.e., by continuously providing order of magnitude increases in the physical layer data rates. Low latency, high efficiency MAC operation is provided by using some form of a scheduler.

The following is an outline of QoS handling procedures.

· Admission control is based on a simplified TSPEC of a flow consisting of a mean data rate and a delay bound.

· The mean data rate of the flow is mapped to symbols per second for resource allocation.

· The delay bound is mapped to a scheduling period for the flow. However, the scheduler has additional responsibilities that determine the scheduling period for the flow.

· The delay bound is also mapped to an ARQ timeout as well as buffer allocation. 

· Admitted flows are policed to the admitted TSPEC. This may be accomplished through buffer allocation.

· Transmission opportunities are scheduled using a centralized scheduler (ACF). The length of the allocated transmission opportunity is determined based on the rate of the admitted flow, the link rate determined by the closed loop rate control and the amount of backlogged data.

· During a scheduled transmission opportunity, a STA schedules frames from its buffer using a simple priority discipline, where backlogged packets from low latency QoS flows are served exhaustively before packets from best effort flows. Other options are possible including weighted round-robin type service disciplines.

The centralized or distributed scheduler must provide transmission opportunities to satisfy all of the following requirements:

· Meet rate and delay constraints of the admitted flow. 

· Schedule opportunities in both directions to ensure efficient rate control as well as effective estimation of steering vectors for ES. 

· Accommodate frequent ARQ feedback to allow operation with small buffers and low end-to-end latencies.

1.5 Interoperability and Backward Compatible Operation

Interoperability with legacy 802.11a, 802.11g STAs as well as with the 802.11e draft are explicit requirements placed on the proposed PHY and MAC enhancements. 

Legacy STAs must be able to associate with a MIMO OFDM AP. However, as required by the functional requirements of 802.11n, the MIMO OFDM AP may explicitly reject an association request from a legacy STA. DFS procedures may direct the rejected STA to another AP that supports legacy operation.

MIMO OFDM STAs must be able to associate with a 802.11a or 802.11g BSS or IBSS. For such operation, the 802.11n STA must implement all the mandatory features of 802.11a, 802.11g as well as the anticipated final draft of 802.11e.

When legacy and MIMO OFDM STAs share the same RF channel, either in a BSS or an IBSS:

· The proposed MIMO OFDM PHY spectral mask is compatible with the existing 802.11a, 802.11g spectral mask so that no additional adjacent channel interference is introduced to legacy STAs.

· The extended SIGNAL field in the PLCP Header is backward compatible with the SIGNAL field of 802.11a, 802.11g. Unused values of the RATE field in the 802.11a, 802.11g SIGNAL field are set to define new PPDU types.

· The proposed ACF permits arbitrary sharing of the medium between legacy and MIMO OFDM STAs. Periods of 802.11e EDCA, 802.11e CAP and the newly proposed SCAP may be arbitrarily interspersed in any Beacon interval as determined by the AP scheduler. (See Figure 1‑7).

· In the RRBSS, legacy STAs use DCF procedures to access the medium in the CP along with MIMO OFDM STAs with no QoS flows while QoS flows access the medium in a round-robin fashion during the RRP portion of the Beacon interval. (See Figure 1‑10). 

2 MAC Enhancements

2.1 Frame Formats

2.1.1 MAC Frame formats

2.1.1.1 Conventions

2.1.1.2 General Frame Format
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Add the following new clause:
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Figure 2‑1 Three types of Extended MAC Headers are defined corresponding to Aggregation Header Type field = 00, 01, 10.

When frames are transmitted using a MIMO Data PPDU (Type 0000), an aggregation header field is introduced into the MAC Header of the MAC frame to create an encapsulated MAC frame. The MAC Header including the Aggregation Header field is called the Extended MAC Header. One or more encapsulated management, control and (QoS) data frames may be aggregated into an aggregated MAC frame. When data privacy is in use, the payload of the data or QoS data frames may be encrypted. 
2.1.1.3 Frame Fields

2.1.1.3.1 Frame Control field

2.1.1.3.1.1 Protocol Version field

2.1.1.3.1.2 Type and subtype fields

Add the following new frame types to the existing table as follows

	Type Value

b3b2
	Type Description


	Subtype Value

B7b6b5b4
	Subtype Description



	01
	Control
	0000-0110
	Reserved

	01
	Control
	0111
	SCHED


2.1.1.3.8 Aggregation Header field

The Aggregation Header field is added to each frame (or fragment) header for one or more frames (encrypted or un-encrypted) that are transmitted in a MIMO Data PPDU. This field consists of a 2 bit Aggregation Header Type field (to indicate header compression) and a 12 bit Length field. 2 bits are reserved. 
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Figure 2‑2 Aggregation Header Field format

	Bit 0
	Bit 1
	Meaning

	0
	0
	Uncompressed

	0
	1
	Duration/ID, Address 1 and Address 2 fields are removed

	1
	0
	Duration/ID, Address 1, Address 2, Address 3 and Address 4 fields are removed

	1
	1
	Reserved


Table 2‑1 Aggregation Header Type

All management and control frames that are encapsulated in an aggregated frame must use the uncompressed frame header with Aggregation Header type 00. 

The following management frames may be encapsulated along with data frames in an aggregated frame: association request, association response, reassociation request, reassociation response, probe request, probe response, disassociation, authentication, deauthentication. 

The following control frames may be encapsulated along with data frames in an aggregated frame: BlockAck and BlockAckRequest. 

2.1.2 Format of individual frame types

2.1.2.1 Control Frames

2.1.2.1.1 Request To Send (RTS) format

2.1.2.1.2 Clear To Send (CTS) format

2.1.2.1.3 Acknowledgement (ACK) frame format

2.1.2.1.4 PS-Poll frame format

2.1.2.1.5 CF-End frame format

2.1.2.1.6 CF-End +CF-Ack frame format

2.1.2.1.7 Block Acknowledgement Request (BlockAckReq) frame format

Add the following new text:

Bits 0-5 of the BAR Control Field are defined as a Request Count. The Request Count is incremented at every BlockAckReq frame transmission.

2.1.2.1.8 Block Acknowledgement (BlockAck) Frame Format

Add the following new text:

The BlockAck Frame of 802.11e is shown in Figure 2‑3. Two new BlockAck Frame formats are defined. Bits 10-11 of the BA Control field are defined as the BA Type field. 

BA Type 00 is the original BlockAck frame format of 802.11e. 

BA Type 01 provides Ack information on successfully received MSDUs (Figure 2‑4). It is also appropriate for use in cases where no fragmentation is employed. The No Fragments Block Ack bitmap is 8 octets (64 bits) long. Bit position n of the No Fragments Block Ack bitmap, if set to 0, indicates that the MSDU with Sequence Number [(Block Ack Starting Sequence Control)/16 + n] has not been received. An MSDU is considered to be not received if at least one of the fragments that comprise the MSDU has not been received. The BA Type = 01 BlockAck frame is of length 32 octets compared to the 802.11e BlockAck frame length of 152 octets.

The next two compressed BlockAck frame formats are of variable length.

BA Type 10 is a compressed format for the BlockAck frame (Figure 2‑5). The Mixed Block Ack bitmap is of variable length and is defined as follows. First the No Fragments Block Ack bitmap is constructed where each complete received MSDU is indicated with a 1, while a 0 indicates and MSDU that is not received. An MSDU is considered to be not received if at least one of the fragments that comprise the MSDU has not been received. To obtain the Mixed Block Ack Bitmap, 16 bits are inserted after each 0 in the No Fragments Block Ack bitmap. The 16 bits are set according to the Ack status of the fragments of the not-received MSDU. The BA Type = 10 BlockAck frame is of variable length.

BA Type 11 is modified from BA Type 00 by removing the trailing 0’s from the Block Ack Bitmap to create the Shortened Block Ack Bitmap.
Bits 0-5 of the BA Control Field are defined as a Last Received Request Count field. The Last Received Request Count field is set to the value of the Request Count field from the last received BlockAckReq frame.
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Figure 2‑3 802.11e BlockAck Frame format (BA Type = 00)
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Figure 2‑4 BlockAck Frame format (BA Type = 01)
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Figure 2‑5 BlockAck Frame format (BA Type = 10)
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Figure 2‑6 BlockAck Frame format (BA Type = 11)

2.1.2.1.9 SCHED frame format
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Figure 2‑7 SCHED control frame format

The SCHED message is transmitted as a special SCHED PPDU. The MAC Header field is 15 octets and is shown in Figure 2‑7. The presence and length of the CTRL0, CTRL1, CTRL2 and CTRL3 segments is indicated in the SIGNAL field of the PLCP Header of the SCHED PPDU. The MAC Header and CTRL0 segments of the SCHED frame are always transmitted at 6 Mb/s. The segments CTRL1, CTRL2, CTRL3, if present, are transmitted at 12 Mb/s, 18 Mb/s and 24 Mb/s, respectively.

Bits 13-0 of the Duration field specify the length of the SCAP in microseconds. The maximum permitted value of the SCAP is 4 ms. The BSSID field identifies the AP. 

2.1.2.1.9.1 Power management field
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Figure 2‑8 Power Management Field Format

The Power Management field is shown in Figure 2‑8.

The SCHED Count is a 6 bit field that is incremented at each SCHED transmission. The SCHED Count is reset at each Beacon transmission. 

The Transmit Power field represents the transmit power level being used by the AP. The 4-bit field is encoded as follows. The value represents the number of 4 dB steps that the transmit power level is below the Maximum Transmit Power Level (in dBm) for that channel as indicated in the Country information element of the Beacon. 

The Receive Power field represents the receive power level expected at the AP. The 4-bit field is encoded as follows. The value represents the number of 4 dB steps that the receive power level is above the minimum Receiver Sensitivity Level (-82 dBm).

Based on the received power level at the STA the STA can compute its transmit power level as follows. 

STA Transmit Power (dBm)  = AP Transmit Power (dBm) + AP Receive Power (dBm) – STA Receive Power (dBm)

The AP transmit power and AP receive power are as indicated in the Power Management field and STA receive power level is measured at the STA.

2.1.2.1.9.2 MAP field
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Figure 2‑9 MAP Field Format

The MAP field is shown in Figure 2‑9. 

The FRACH Count is the number of FRACH slots scheduled starting at the FRACH Offset. Each FRACH slot is 28 us. An FRACH Count value of ‘0’ indicates that there is no FRACH period in the current Scheduled Access Period.

The EDCA Offset is the start of the protected EDCA period. 

Both the FRACH Offset and the EDCA offset are in units of 4 us starting from the beginning of the SCHED frame transmission.

2.1.2.1.9.3 CTRLJ Segment 

Each of the CTRL0, CTRL1, CTRL2 and CTRL3 segments are of variable length and each consists of zero or more assignment elements. A 16-bit FCS and 6 tail bits are added per CTRLJ segment. For the CTRL0 segment the FCS is computed over the MAC Header and any CTRL0 assignment elements. The FCS for CTRL0 is always included even if no assignment elements are included in the CTRL0 segment.

Five types of assignment elements are defined as shown in Table 2‑2. A number of assignment elements may be packed into each CTRLJ segment. 
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Figure 2‑10:  SCHED Frame control segments
The preamble may be eliminated in consecutive transmissions from the AP. The Preamble Present bit is set to 0 if the AP will not transmit a preamble for a scheduled AP transmission.

The Start Offset field is in multiples of 4 us referenced from the start time of the SCHED message preamble. 

The AID is the Access ID of the assigned STA(s).

For all assignment element types except scheduled STA-STA transmissions, the TXOP Duration field is the maximum permitted length of the scheduled TXOP in multiples of 4 us. The actual PPDU Size of the transmitted PPDU is indicated in the SIGNAL1 field of the PPDU.

For scheduled STA-STA transmissions (Assignment Element Types 011 and 100 below), the Max PPDU Size field is also the maximum permitted length of the scheduled TXOP in multiples of 4 us, however additional rules apply. For scheduled STA-STA transmissions, the TXOP must contain only one PPDU. The receiving STA uses the Max PPDU Size indicated in the assignment element to determine the number of OFDM symbols in the PPDU (since the PPDU Size field is replaced by a Request field in the SIGNAL1). If the STA-STA flow uses OFDM symbols with the standard GI, the receiving STA sets the PPDU Size for the scheduled TXOP to Max PPDU Size indicated in the assignment element. If the STA-STA flow uses OFDM symbols with shortened GI, the receiving STA determines the PPDU Size by scaling up the Max PPDU Size field by a factor of 10/9 and rounding down. The transmitting STA may transmit a PPDU shorter than the assigned Max PPDU Size. The length of the encapsulated frames is included in the Aggregation header of each MAC frame.

	Type (3 bits)
	Assignment Element Type
	Fields (Lengths in bits)
	Total Length in bits

	000
	Simplex AP-STA
	Preamble Present (1)

AID (16)

Start Offset (10)

TXOP Duration (10)
	40

	001
	Simplex STA-AP
	AID (16)

Start Offset (10)

TXOP Duration (10)
	39

	010
	Duplex AP-STA
	Preamble Present (1)

AID (16)

AP Start Offset (10)

AP TXOP Duration (10)

STA Start Offset (10)

STA TXOP Duration (10)
	60

	011
	Simplex STA-STA
	Transmit AID (16)

Receive AID (16)

Start Offset (10)

Max PPDU Size (10)
	55

	100
	Duplex STA-STA
	AID 1 (16)

AID 2 (16)

STA 1 Start Offset (10)

STA 1 Max PPDU Size (10)

STA 2 Start Offset (10)

STA 2 Max PPDU Size (10)
	75


Table 2‑2 SCHED Assignment Elements

2.1.3 Management frame body components

2.1.3.1 Fixed fields

2.1.3.1.1 Beacon frame format

2.1.3.1.2 IBSS ATIM frame format

2.1.3.1.3 Disassociation frame format

2.1.3.1.4 Capability information field
Change the contents of the text, Figure 27 as shown:

The MIMO subfield indicates the support for MIMO transmission. 

If the STA is capable of MIMO operation it indicates this by setting the MIMO bit (bit 15) in the Capabilities Information field in the beacon to 1. Note that the Capability Information field should be extended. 
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Figure 27 — Capability Information fixed field




2.1.3.1.5 Action Field
The Category field for the Calibration Action frames is set to the unused value 4.

2.1.3.2 Information Elements

Insert the following Information Element IDs:
	Information Element
	Element ID

	Calibration Control
	47

	MIMO Channel Measurement
	48

	Calibration Vector
	49

	MIMO Capabilities
	51

	ACF Capabilities
	52


2.1.3.2.1 SSID element

2.1.3.2.2 Extended Supported rates element

	Name
	Type
	Valid range
	Description

	Supported Data Rate
	Integer
	2,4,11,12,18,22,

24,36,48,60, 72,

 84,96,108,120
,1203,
144, 168
	Selects the data rate,

  02 = 1 Mbit/s

  04 = 2 Mbit/s

  11 = 5.5 Mbit/s

  12 = 6 Mbit/s

  18 = 9 Mbit/s

  22 = 11 Mbit/s

  24 = 12 Mbit/s

  36 = 18 Mbit/s

  48 = 24 Mbit/s

  60 = 30 Mbit/s

  72 = 36 Mbit/s

  84 = 42 Mbit/s

  96 = 48 Mbit/s

108 = 54 Mbit/s

120 = 603 Mbit/s (64 QAM)

120 = 603 Mbit/s (256-QAM)

144 = 72 Mbit/s

168 = 84 Mbit/s

	Additional Supported Data Rates

(for Expanded OFDM Symbols)
	Integer
	14, 20, 28, 42, 56,

72, 86, 100, 114, 128, 

144
, 1444, 172, 202 
	Selects the data rate,

  14 = 7.22 Mbit/s

  20 = 10.83 Mbit/s

  28 = 14.44 Mbit/s

  42 = 21.67 Mbit/s

  56 = 28.89 Mbit/s

  72 = 36.11 Mbit/s

  86 = 43.33 Mbit/s

100 = 50.56 Mbit/s

114 = 57.78 Mbit/s

128 = 65.00 Mbit/s

144 = 72.224 Mbit/s (64 QAM)

144 = 72.224 Mbit/s (256-QAM)

172 = 86.67 Mbit/s

202 = 101.11 Mbit/s


Table 2‑3 Supported Data Rates

The Extended Supported Rates element specifies the supported rates in the OperationalRateSet that are not carried in the Supported Rates element. The information is encoded as 1 to 255 octets where each octet describes a single supported rate.

Within Beacon, Probe Response, Association Response, and Reassociation Response management frames, each supported rate belonging to the BSS basic rate set is encoded as an octet with the msb (bit 7) set to 1 and bits 6 through 0 are set to the appropriate value from the valid range column of the Supported Data Rate row of the table in 2-3 (e.g., a 1 Mbit/s rate belonging to the BSS basic rate set is encoded as X’82’). Rates not belonging to the BSS basic rate set are encoded with the msb set to 0, and bits 6 through 0 are set to the appropriate value from the valid range column of the Supported Data Rate row of the table in 2-3  (e.g., a 2 Mbit/s rate not belonging to the BSS basic rate set is encoded as X’04’). The msb of each octet in the Extended Supported Rate element in other management frame types is ignored by receiving STAs. BSS basic rate set information in Beacon and Probe Response management frames is used by STAs in order to avoid associating with a BSS if they do not support all the data rates in the BSS basic rate set.
BSS basic rate set information in Beacon and Probe Response management frames is used by STAs in order to avoid associating with a BSS if they do not support all the data rates in the BSS basic rate set. For stations supporting eight or fewer data rates, this element is optional for inclusion in all of the frame  types that include the supported rates element. For stations supporting more than eight data rates, this element shall be included in all of the frame types that include the supported rates element. The Extended Supported Rates element has the format shown in Figure 42F shown below.
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Figure 42F—Extended Supported Rates element format




2.1.3.2.3 FH parameter set element

2.1.3.2.4 DS parameter set element 

2.1.3.2.5 CF parameter set element

2.1.3.2.6 TIM

2.1.3.2.7 IBSS parameter set element

2.1.3.2.8 Challenge text element

2.1.3.2.9 Country information element

2.1.3.2.10 Hopping pattern parameters information element

2.1.3.2.11 Hopping pattern Table information element

2.1.3.2.12 Request information element

2.1.3.2.13 QBSS load element

2.1.3.2.14 EDCA parameter set element

2.1.3.2.15 Traffic Specification (TSPEC) element

2.1.3.2.16 Traffic Classification (TCLAS) element 

2.1.3.2.17 TS delay

2.1.3.2.18 TCLAS processing 

2.1.3.2.19 Schedule element

2.1.3.2.20 QoS Capability element

2.1.3.2.21 QoS Action element
2.1.3.2.22 ACF element

The ACF element is transmitted by the AP and may be included in the following messages:

· Beacon, 

· Association, Reassociation and Probe response messages.

The ACF Element contains the following fields:

· SCAP Length (10 bits) indicates the length of the SCAP for the current Beacon interval. The field is encoded in units of 4 µs.

· Maximum SCAP TXOP Length (10 bits) indicates the maximum permissible TXOP length during a SCAP. The field is encoded in units of 4 µs.

· GIFS Duration (4 bits) is the guard interval between consecutive scheduled STA TXOPs. The field is encoded in units of 800 ns.

· FRACH RESPONSE (4 bits) is indicated in units of SCAPs. The AP must respond to a request received using an FRACH PPDU by providing the STA with a scheduled TXOP within FRACH RESPONSE SCAPs.
2.1.3.2.23 MIMO capabilities element

The MIMO capabilities element may be included in the following messages for negotiation of STA capabilities:

· Beacon, 

· Association, Reassociation and Probe request and response messages.

The MIMO capabilities element may also be included in the following messages for negotiation of parameters associated with a particular flow:

· ADDTS request and response messages.

· DLP request and response messages.

The MIMO Capabilities Element contains the following fields:

· The ES field (1 bit). A value of 1 indicates that the STA is capable of ES transmissions. Reception of ES transmissions is mandatory.

· Number of Tx Streams (3 bits) indicates the capability of the STA in terms of maximum number of transmit streams. Currently the maximum value is 4.

· Number of Rx Streams (3 bits) indicates the capability of the STA in terms of maximum number of receive streams. Currently the maximum value is 4.

· Highest Modulation (1 bit). A value of 1 indicates that the STA is capable of 256-QAM. 

· Expanded OFDM Symbol (1 bit). A value of 1 indicates that the STA is capable of operation with 52 data subcarriers and 4 pilot subcarriers.

· Shortened GI (1 bit). A value of 1 indicates that the STA is capable of operation with a shortened guard interval equal to 400 ns.

· RR Capability (1 bit). A value of 1 indicates that the STA is capable of RRBSS operation.

· The Maximum Aggregate MPDU Size (16 bits) indicates the largest permissible aggregated frame size that may be used for the flow. The field is 16 bits long and indicates the length of the largest permissible aggregated frame in octets.
· The Minimum Delayed Ack Timeout (8 bits) indicates the decoding time required by the receiver to decode the largest permissible aggregated frame. The field is encoded in multiples of 4 us.

When used during flow negotiation in ADDTS or DLP request or response frames, instead of indicating STA capability, each field indicates the value to be used for the flow. For any flow, a STA may choose to negotiate a value smaller than its maximum capability.

2.1.3.2.24 Calibration Control element

The Calibration Control element consists of the following fields:

· Calibration Type (3 bits). See Table 2‑5.

· Number of antennas at the initiating STA ‘Ni’ (2 bits)

· Number of antennas at the responding STA ‘Nr’ (2 bits)

· Reserved (1 bits)
2.1.3.2.25 MIMO Channel Measurement Report element

The MIMO Channel Measurement Report contains Ns x Ni x Nr complex coefficients. 

· Ns = Number of subcarriers in the Calibration Training symbols

· Ni = Number of antennas at the STA that transmitted the Calibration Request

· Nr = Number of antennas at the STA that is transmitting the Calibration Response

Each complex coefficient (3 octets) is represented by its 12-bit real and 12-bit imaginary parts. Hence the total length of the Measurement Report in octets is 3.Ns.Ni.Nr octets.

2.1.3.2.26 Calibration Vector element

The Calibration Vector contains Ns x Nr complex coefficients. 

· Ns = Number of subcarriers in the Calibration Training symbols

· Nr = Number of antennas at the STA that transmitted the Calibration Response

Each complex coefficient (3 octets) is represented by its 12-bit real and 12-bit imaginary parts. Hence the total length of the Measurement Report in octets is 3.Ns.Nr octets.

2.1.4 Action frame format details

2.1.4.1 Spectrum management action details

2.1.4.2 QoS Action frame details

2.1.4.3 Direct Link Protocol (DLP) action frame details

2.1.4.4 Block Ack action frame details
2.1.4.5 Calibration action frame details

	Action Field Value
	Meaning

	0
	Calibration Request

	1
	Calibration Response

	2
	Calibration Complete

	3-255
	Reserved


Table 2‑3 Calibration Action field values

2.1.4.5.1 Calibration Request

The Calibration Request message is transmitted by a STA to request calibration required for ES operation.

	Order
	Information

	1
	Category

	2
	Action

	3
	DA

	4
	SA

	5
	Capability Information

	6
	Calibration Control


Table 2‑4 Calibration Request Frame body

2.1.4.5.2 Calibration Response

The Calibration Response message is transmitted by a STA in response to a Calibration Request and includes a MIMO channel measurement result.

	Order
	Information

	1
	Category

	2
	Action

	3
	DA

	4
	SA

	5
	Capability Information

	6
	Calibration Control

	7
	MIMO Channel Measurement Report


Table 2‑5 Calibration Response Frame body

2.1.4.5.3 Calibration Complete

The Calibration Complete message is transmitted to complete the calibration sequence by the STA that initiated calibration. The message includes the Calibration Vector of the STA that transmitted the Calibration Response.

	Order
	Information

	1
	Category

	2
	Action

	3
	DA

	4
	SA

	5
	Capability Information

	6
	Calibration Control

	7
	Calibration Vector


Table 2‑6 Calibration Complete Frame body

2.1.4.6 Power Control action frame details
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Figure 2‑12 Open Loop Power Control Frame

Power Control field:
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Figure 2‑13 Power Control Field Format

The Power Control field is shown in Figure 2‑12.

The Power Control frame can be a directed frame or a broadcast frame.

The Transmit Power field represents the transmit power level being used by the STA. The 4-bit field is encoded as follows. The value represents the number of 4 dB steps that the transmit power level is below the Maximum Transmit Power Level (in dBm) for that channel as indicated in the Country information element of the Beacon for the BSS/IBSS. 

The Receive Power field represents the receive power level expected at the STA. The 4-bit field is encoded as follows. The value represents the number of 4 dB steps that the receive power level is above the minimum Receiver Sensitivity Level (-82 dBm).

Based on the received power level of the Power Management Frame, the STA receiving a Power Control frame can compute its open loop transmit power level as follows. 

Open Loop STA B Transmit Power (dBm) = STA A Transmit Power (dBm) + STA A Receive Power (dBm) – STA B Receive Power (dBm)

The STA A transmit power and STA A receive power are as indicated in the Power Control Frame transmitted by STA A. The STA B  receive power level is measured at STA B.
2.2 MAC Functional Description

2.2.1 MAC architecture

2.2.1.1 DCF

2.2.1.2 PCF

2.2.1.3 Hybrid coordination function (HCF)

2.2.1.3.1 HCF contention-based channel access (EDCA)

2.2.1.3.2 HCF controlled channel access (HCCA)

2.2.1.3.3 Adaptive Coordination Function (ACF)

The Adaptive Coordination Function is an extension of the HCCA and EDCA that permits flexible, highly efficient, low latency scheduled operation suitable for operation with the high data rates enabled by the MIMO PHY.
2.2.2 DCF

2.2.3 PCF

2.2.4 Fragmentation

2.2.5 Defragmentation

2.2.6 Multirate support

2.2.7 MSDU Transmission Requirements

2.2.8 Operation across regulatory domains

2.2.9 HCF

2.2.10 Block acknowledgement

2.2.10.1 Introduction

2.2.10.2 Set up and modification of BlockAck parameters

2.2.10.3 Data and Acknowledgement transfer

2.2.10.4 Receive buffer operation

2.2.10.5 Teardown of the BlockAck mechanism

2.2.10.6 Error recovery on peer failure

2.2.10.7 No Immediate ACK for MIMO OFDM Transmissions

Decoding and demodulation of coded OFDM transmissions imposes additional processing requirements at the receiving STA. To accommodate this 802.11a and 802.11g allow additional time for the receiving STA before the ACK must be transmitted. In 802.11a, the SIFS time is set to 16 us. In 802.11g the SIFS time is set to 10 us but an additional 6 us OFDM signal extension is introduced. 

Since decoding and demodulation of MIMO OFDM transmissions imposes even more processing burden, following the same logic for MIMO OFDM PHY, we could increase the SIFS or OFDM signal extension but this leads to further reduction in efficiency. Alternately, by extending the Block Ack and Delayed Block Ack mechanisms of 802.11e, we could completely eliminate the requirement of Immediate ACK for all MIMO OFDM transmissions. We choose the second alternative. Instead of increasing the SIFS or the signal extension, we eliminate the signal extension and for many situations can decrease or eliminate the required interframe spacing between consecutive transmissions (see Section 1.4.8).
2.2.10.8 Compressed BlockAck

Three compressed BlockAck frames are defined. BA Type 11 is modified from the 802.11e BlockAck frame by removing the trailing 0’s from the Block Ack Bitmap.

When no fragmentation has been used, implementations must use BA Type 01. This frame is 32 octets long compared to the 152 octet 802.11e BlockAck frame. BA Type 01 may also be used when fragmentation has been used. All fragments of MSDUs indicated as not received will have to be retransmitted.

A BlockAck frame with BA Type 10 provides the same information as a 802.11e BlockAck frame but in a more efficient variable length format. The Mixed Block Ack bitmap is of variable length and is defined as follows. First the No Fragments Block Ack bitmap of BA Type 01 is constructed where each complete received MSDU is indicated with a 1, while a 0 indicates and MSDU that is not received. An MSDU is considered to be not received if at least one of the fragments that comprise the MSDU has not been received. To obtain the Mixed Block Ack Bitmap, 16 bits are inserted after each 0 in the No Fragments Block Ack bitmap. The 16 bits are set according to the Ack status of the fragments of the not-received MSDU. 
2.2.10.9 Use of Request Count

A 6-bit Request Count is included in the BAR Control field in the BlockAckRequest. A 6-bit Last Received Request Count is included in the BA Control field in the BlockAck Frame. 

In each BlockAckRequest frame transmission the originator STA increments the Request Count (modulo 64).

In each BlockAck frame transmission the recipient sets the Last Received Request Count to the value of the Request Count from the last received BlockAckReq frame.
Feeding back the Request Count to the originator permits efficient operation with delayed decoding by establishing a one-to-one request/response relationship between BlockAckRequest frames and BlockAck frames. Multiple pending Block Ack Requests are permitted. Since received frames at the recipient are processed in order, a Last Received Request Count = C in the received BlockAck frame indicates to the originator that frames transmitted subsequent to the BlockAckRequest frame with Request Count = C are “in transit” still being processed at the recipient’s decoder. For efficient operation of the Block Ack mechanism these frames should not be marked for retransmission even though they are not indicated as acknowledged in the received BlockAck frame.
2.2.11 No acknowledgement

2.2.12 Frame Exchange sequences

2.2.13 Protection Mechanism 

Add the following text:
MIMO frame transmissions must use the MIMO PLCP Header. Since legacy 802.11b, 802.11a, 802.11g STAs are able to decode only the SIGNAL1 field of the MIMO PLCP header, in the presence of non-MIMO STA, MIMO frames must be transmitted with protection. When both legacy and MIMO STAs are present, STAs using EDCA access procedures must use a legacy RTS/CTS sequence for protection. Legacy RTS/CTS refers to the transmission of RTS/CTS frames using legacy preamble, PLCP header and MAC frame formats.

MIMO transmissions may also utilize the protection mechanisms provided by the 802.11e HCCA. Thus, transmissions from the AP to STAs, polled transmissions from STAs to the AP or from a STA to another STA (using the Direct Link Protocol) may be provided protection using the Controlled Access Period (CAP).

The AP may also use legacy CTS-to-Self for protection of the MIMO Scheduled Access Period (SCAP) from legacy STAs.

When an AP determines that all STAs present in the BSS are capable of decoding the MIMO PLCP header, it indicates this in the MIMO capabilities element in the Beacon. This is referred to as a MIMO BSS. 

In a MIMO BSS, under both EDCA and HCCA, frame transmissions use the MIMO PLCP header and MIMO OFDM Training symbols according to the MIMO OFDM Training symbols aging rules. Transmissions in the MIMO BSS use the MIMO PLCP. 

2.2.14 Flexible Frame Aggregation
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Figure 2‑14:  Flexible Frame Aggregation
Frame aggregation permits the encapsulation of more than one MAC frame (or fragment) within an aggregated frame using a single PLCP header. The aggregated frame may contain encapsulated frames (or fragments) of type data, management or control. In case privacy is enabled, the frame payload may be encrypted. The MAC frame header of an encrypted frame is “in the clear.”

When several encapsulated data frames are included within an aggregated frame, the MAC headers of the data and QoS data frames can be compressed. Compressed MAC headers for a QoS data frame are shown in Figure 2‑1. Note that the FCS is computed on the compressed MAC header and the (encrypted or unencrypted) payload.

An aggregated MAC frame transmission starts with a preamble followed by the MIMO OFDM PLCP Header, followed by MIMO OFDM Training symbols (if any). The aggregated MAC frame flexibly aggregates one or more encapsulated frames or fragments that are to be transmitted to the same receiving STA. There is no restriction on the number of frames and fragments that are permitted to be aggregated. Typically, the first and last frames in the aggregated frame may be fragments that are created for efficient packing. 

The transmitting MAC should attempt to minimize PHY and PLCP overheads and idle periods through the use of flexible frame aggregation. This is accomplished by aggregating frames to eliminate interframe spacings and PLCP headers as well as flexible frame fragmentation to fully occupy the available space in TXOP. To accomplish this, the MAC first computes the number of octets to be provided to the PHY based on the current data rate and the duration of the assigned or contention-based TXOP. Complete and fragmented MAC frames are then packed to occupy the entire TXOP. 

If a complete frame cannot be accommodated in the remaining space in a TXOP, the MAC should fragment the next frame to occupy the as much as possible of the remaining octets in the TXOP. Frames may be fragmented arbitrarily for efficient packing, subject only to the restriction of a maximum of 16 fragments per frame. Remaining fragment(s) of the MAC frame will be transmitted in a subsequent TXOP. In the subsequent TXOP, the MAC should give higher priority to fragments of an incompletely transmitted frame.

2.2.14.1 Header Compression of Encapsulated Frames

The Aggregation Header is inserted for each frame (or fragment) inserted in the aggregated frame. Header compression is indicated by the Aggregation Header type field. Frame headers of data and QoS data frames may be compressed to eliminate redundant fields: Duration/ID, Address 1 and Address 2 (Aggregation Header Type 01). If possible, Address 3 and Address 4 fields may also be removed (Aggregation Header type 10). The Length field in the Aggregation Header indicates the length of the frame in octets with the compressed header.

When fields are removed, to decompress, the receiver inserts the corresponding field from the previous header (after decompression) in the aggregated frame. The first frame in an aggregated frame always uses the uncompressed header. Decryption of the payload requires some fields from the MAC Header that may have been removed for header compression. After decompression of the frame header, these fields are available to the decryption engine. The Length field is used by the receiver to extract frames (and fragments) from the aggregated frame. The Length field indicates the length of the frame with the compressed header (in octets).

The FCS is computed on the MAC frame after compression and including the Aggregation Header field

After extraction, the Aggregation header field is removed. The decompressed frame is then passed to the decryption engine. Fields in the (decompressed) MAC headers are required for message integrity verification during decryption.
2.2.15 Procedures for MIMO OFDM Transmissions

2.2.15.1 Data Segment Rate Adaptation

The PPDU data segment rate adaptation for transmissions from STA A to STA B relies on feedback provided by STA B to STA A.

The MIMO PLCP header contains the 13-bit DRV field that allows the receiving STA B to decode the frame transmitted from STA A. The DRV is transmitted at the control segment rate.

The transmitting STA A determines what transmission rates to use based on the DRVF it received from STA B, suitably modified as necessary to account for delays and ARQ feedback. The DRVF field is included in the PLCP header but transmitted at the data segment rate.

Each time the receiving STA B receives MIMO OFDM Training Symbols from the STA A, it estimates the data rates that can be achieved on the channel. In any subsequent transmission from STA B to STA A, STA B includes this estimate in the DRVF field. 

2.2.15.2 Data Segment Power Control

In addition to the message-based TPC of 802.11h, STAs may also adjust their PPDU transmit power level based on power control feedback from the receiving STA. In the Power Control field of the FEEDBACK field of the PLCP Header, STA B provides power control feedback to the transmitting STA A. The FEEDBACK field is transmitted at the data segment rate. The Power Control field is 2 bits and indicates either an increase or decrease by 1 dB or to leave the power level unchanged. 
2.2.15.3 PLCP header transmission rules 

New PLCP headers have been defined for MIMO OFDM operation. 

In a BSS, MIMO STA and AP transmissions use the MIMO PLCP header (Type 0000). The SCHED frame is transmitted with the MIMO PLCP header (Type 0010). The FRACH PPDU is transmitted with the MIMO PLCP header (Type 0100). 

In IBSS or RRBSS, MIMO frame transmissions use the MIMO PLCP header (Type 0000). Token transmissions in the RRBSS use MIMO PLCP Header (Type 1000 and 1010).

The SIGNAL field of the MIMO PLCP header is 2 OFDM symbols in length, except for the Long Token PPDU where the SIGNAL field is 5 OFDM symbols. 

2.2.15.4 Expanded OFDM symbols

A STA indicates its capability to transmit and receive expanded OFDM symbols during association. 

The use of expanded OFDM symbols for a particular flow may be negotiated through the ADDTS handshake for flows between an AP and a STA. For DLP flows, the use of expanded OFDM symbols may be negotiated through the DLP handshake.

2.2.15.5 Shortened Guard interval

A STA indicates its capability to transmit and receive using a shortened GI during association. 

The use of shortened GI for a particular flow may be negotiated through the ADDTS handshake for flows between an AP and a STA. For DLP flows, the use of shortened GI may be negotiated through the DLP handshake.

2.2.15.6 Reception of MIMO PPDU transmissions

For all MIMO OFDM modes, the PLCP RATE field described in 17.3.4.1 is extended to a RATE/Type field and will be set to a value that is not listed in the table 80, section 17.3.4.1 (e.g., 0000). This ensures that Clause 17 STAs and Clause 19 ERP-OFDM STAs read the RATE field and will abandon further decoding of the PPDU as the RATE is unsupported. For MIMO STAs, the PPDU Type defines the length of the SIGNAL2 field. All PPDU Types except the FRACH and Long Token PPDU have a SIGNAL2 field of 1 OFDM symbol.

Except for scheduled STA-STA transmissions, the PPDU Size field defines the number of OFDM symbols that comprise the PPDU. The PPDU Size field also indicates the use of:

i. Expanded OFDM symbols

ii. Shortened GI

within the PPDU.

For scheduled STA-STA transmissions the PPDU Size/Request field in the SIGNAL1 field is used for feedback (SCHED Rate, QoS and Requested Length) to the AP. The Max PPDU Size of the scheduled STA-STA PPDU is indicated by the assignment element (Type 011 or 100) in the SCHED frame. Only one PPDU of at most the assigned Max PPDU Size may be transmitted in a scheduled STA-STA TXOP.

The MIMO OFDM PPDU contains one or more encapsulated MAC frames. The length of each encapsulated MAC frame (in octets) is indicated in the Aggregation header of each encapsulated MAC frame.

2.2.16 High Throughput MAC Operation (ACF)

2.2.16.1 ACF Scheduled Access Period (SCAP)

The SCHED message is an enhancement of the HCCA Poll. Using a SCHED message the AP may simultaneously schedule one or more AP-STA, STA-AP and STA-STA TXOPs over a period known as a Scheduled Access Period or SCAP (Figure 2‑15).

The SCAP may also contain a portion dedicated to FRACH transmissions and/or a portion where MIMO STAs may use EDCA procedures. These contention-based access periods are protected by the NAV set for the SCAP. During the MIMO EDCA period shown in the figure, MIMO STAs use EDCA procedures to access the medium without having to contend with legacy STAs. Transmissions during the protected contention period use the MIMO PLCP header. The AP provides no TXOP scheduling during the protected contention period.

When only MIMO STAs are present, the NAV for the SCAP can be set through the Duration field in the SCHED frame. If protection from legacy pre-MIMO STAs is desired, the AP may precede the SCHED frame with a CTS-to-Self to establish the NAV for the SCAP at all STAs in the BSS.

MIMO STAs obey the SCAP boundary. The last STA to transmit in a SCAP must terminate its TXOP, PIFS duration before the end of the SCAP. 

The SCHED message defines the schedule. Assignments of TXOPs (AP-STA, STA-AP and STA-STA) are included in the CTRLJ elements in the SCHED frame. The SCHED message also defines the portion of the SCAP dedicated to FRACH and a protected portion for EDCA operation. If no scheduled TXOP assignments are included in the SCHED frame, then the entire SCAP is set aside for EDCA transmissions protected from legacy STAs by the NAV set for the SCAP.

The maximum length of scheduled or contention-based TXOP that is permitted during the SCAP is indicated in the ACF capabilities element.

The length of the SCAP does not change during a Beacon interval. The length is indicated in the ACF capabilities element.
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Figure 2‑15 SCAP showing Scheduled TXOPs

2.2.16.2 Recovery during SCAP

If a STA is unable to decode a SCHED message it will not be able to utilize its TXOP. If a scheduled TXOP does not begin at the assigned start time, the AP may initiate recovery by transmitting at a PIFS after the start of the unused scheduled TXOP. The AP may use the period of the unused scheduled TXOP as a CAP. During the CAP, the AP may transmit to one or more STA or Poll the STA that missed the scheduled TXOP or another STA. The CAP is terminated prior to the next scheduled TXOP.

The same procedures may also be used when a scheduled TXOP terminates early. The AP may initiate recovery by transmitting at a PIFS after the end of the last transmission in the scheduled TXOP. The AP may use the unused period of a scheduled TXOP as a CAP, as above.
2.2.16.3 Flexible modes of operation with ACF

Using the ACF, the AP may operate as in HCCA, but with the additional capability of allocating periods for SCAP. Thus, the AP may use CFP (contention-free period) and CP (contention period) as is the PCF (point coordination function), allocate a CAP for polled operation as in HCCA, or may allocate a SCAP for scheduled operation. As shown in Figure 2‑15, in a Beacon interval, the AP may use any combination of periods for contention based access (EDCA), CAP and SCAP. For simplicity, the example in Figure 2‑15 does not show any CFP. The AP adapts the proportion of the medium occupied by different types of access mechanisms based on its scheduling algorithms and its observations of medium occupancy. The AP determines whether admitted QoS flows are being satisfied and may use other observations including measured occupancy of the medium for adaptation.

The AP indicates scheduled operation using the DTIM as follows. The DTIM contains a bitmap of Access IDs (AIDs) for which the AP or another STA in the BSS has backlogged data. Using the DTIM, all MIMO-capable STAs are told to stay awake following the Beacon. In a BSS where both legacy and MIMO STAs are present, legacy STAs must be scheduled first, immediately following the Beacon. Right after the legacy transmissions, the SCHED message is transmitted that indicates the composition of the Scheduled Access Period. MIMO-capable STAs not scheduled in a particular Scheduled Access Period may sleep for the remainder of the SCAP and wake up to listen for subsequent SCHED messages.
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Figure 2‑16 ACF Operation showing SCAP, CAP and EDCA Periods during a Beacon interval
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Figure 2‑17 Example of ACF Operation with interspersed SCAP and EDCA periods

Other modes of operation are enabled with ACF. Figure 2‑16 shows operation where each Beacon interval consists of a number of SCAP interspersed with contention-based access periods. This mode permits “fair” sharing of the medium where MIMO QoS flows are scheduled during the SCAP while MIMO non-QoS flows use the contention periods along with legacy STAs if present. Interspersed periods permit low latency service for MIMO and legacy STAs.
The SCHED message in the SCAP should be preceded by a CTS-to-Self for protection from legacy STAs. If no legacy STAs are present, CTS-to-Self is not required. The Beacon can set a long CFP to protect all SCAPs from any arriving legacy STAs. A CP at the end of the Beacon interval allows newly arriving legacy STAs to access the medium.

Optimized low-latency operation with a large number of MIMO STAs can be enabled using the operation shown in Figure 2‑17. The assumption is that legacy STAs, if present, require only limited resources. The AP transmits a Beacon, establishing a long CFP and a short CP. The Beacon is followed by any broadcast/multicast messages for pre-MIMO STAs. SCAPs are scheduled back-to-back. This mode of operation also provides optimized power management, as the STAs need to awake periodically to listen to SCHED messages and may sleep for the SCAP interval if not scheduled in the current SCAP.

Protected contention-based access for MIMO STAs is provided through the FRACH or MIMO EDCA periods included in the Scheduled Access Period of the SCAP. Legacy STAs obtain contention-based access to the medium during the CP.
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Figure 2‑18 Example of optimized low-latency ACF operation
2.2.16.4 Preambles for Scheduled transmissions 

Consecutive scheduled transmissions from the AP are scheduled immediately following transmission of the SCHED frame. The SCHED frame is transmitted with a preamble and subsequent scheduled AP transmissions may be transmitted without a preamble. The PLCP preamble defined in 17.3.3 is modified as described in PHY document.

Scheduled STA transmissions always begin with a preamble. 

2.2.16.5 Reduced Inter-Frame Spacing

For scheduled transmissions, the start time of the TXOP is indicated in the SCHED message. The transmitting STA begins its scheduled TXOP at the precise start time indicated in the SCHED message without determining that the medium is idle. 

Consecutive scheduled AP transmissions during a SCAP are transmitted with no minimum IFS.

Consecutive scheduled STA transmissions (from different STAs) are transmitted with an IFS of at least Guard IFS (GIFS). The default value of GIFS is 800 ns.

Consecutive MIMO OFDM PPDU transmissions from the same STA (TXOP bursting) are separated by a Burst IFS (BIFS). When operating in the 2.4 GHz band, the BIFS is equal to the 10 µs and the MIMO OFDM PPDU does not include the 6 us OFDM signal extension. When operating in the 5 GHz band, the BIFS is 10 µs.

Frames that require an immediate response from the receiving STA are not transmitted using a MIMO OFDM PPDU. Instead they are transmitted using the underlying legacy PPDU, i.e., Clause 17 in the 2.4 GHz band or Clause 19 in the 5 GHz band. Some examples of how legacy and MIMO OFDM PPDUs are multiplexed on the medium are shown below.

Example 1: Legacy RTS/CTS followed by MIMO OFDM PPDU bursting:

Legacy RTS – SIFS – Legacy CTS – SIFS – MIMO OFDM PPDU – BIFS – MIMO OFDM PPDU

In 2.4 GHz, the legacy RTS or CTS PPDU uses OFDM signal extension and the SIFS is 10 us. In 5 GHz, there is no OFDM extension but the SIFS is 16 us.

Example 2: EDCA TXOP using MIMO OFDM PPDU. 

MIMO OFDM PPDU – BIFS – Legacy BlockAckRequest R – SIFS – ACK 

The EDCA TXOP is obtained using EDCA procedures for the appropriate AC. The Legacy BlockAckRequest is transmitted as described above with either signal extension or 16 us SIFS. If the BlockAckRequest is transmitted in the aggregate frame within the MIMO OFDM PPDU, there is no ACK.

Example 3: Consecutive scheduled TXOPs

STA A MIMO OFDM PPDU – GIFS – STA B MIMO OFDM PPDU

There may be an idle period after the transmission of the STA A MIMO OFDM PPDU if the PPDU transmission is shorter than the assigned maximum permitted TXOP time.

2.2.16.6 Request and SCHED Rate Control

Scheduled transmissions from STAs use the MIMO PLCP header. In scheduled STA transmissions, the MIMO PLCP header contains the Request field containing: SCHED Rate, QoS and Requested Length. The AP decodes these fields in STA transmissions, even when the destination of the transmitted frame(s) is another STA in the BSS. The AP uses this information to schedule subsequent TXOPs for the STA. 

During Training symbol transmissions from the AP, each non-AP STA estimates the rate at which it can robustly receive SCHED frame transmissions from the AP. In subsequent scheduled transmissions from the STA, this maximum permissible rate is included in the SCHED Rate field. This field is decoded by the AP and determines the CTRLJ for TXOP allocations to the STA.

2.2.16.7 Control Segment Transmit Power Level
In scheduled STA-STA transmissions, the control segment must be transmitted at a power level that can be decoded at both the AP as well as the receiving STA A TPC Report from the AP or the Power Management field in the SCHED frame permits the STA to determine the transmit power level required so that the control segment can be decoded at the AP. 

Based on the received power level of the SCHED frame at the STA and using the AP Transmit Power and AP Receive Power level indicated in the SCHED message, the STA can compute its control segment transmit power level as follows. 

Control Segment STA Transmit Power (dBm) = AP Transmit Power (dBm) + AP Receive Power (dBm) – STA Receive Power (dBm)

For a scheduled STA-STA transmission, when the Control Segment Transmit Power Level is determined to be higher than the PPDU transmit power level, the PPDU is transmitted at the higher of the two power levels.
2.2.16.8 SCHED frame encoding and decoding procedure

The AP transmits assignments for AP-STA, STA-AP and STA-STA transmissions in the SCHED frame. Assignment elements to different STA are transmitted in a CTRLJ segment as indicated by the STA in the SCHED Rate field of the PLCP header of its transmissions. Note that CTRL0… CTRL3 correspond to decreasing robustness. 

Each STA begins decoding the PLCP Header of the SCHED PPDU. The SIGNAL field indicates the presence and length of CTRL0, CTRL1, CTRL2 and CTRL3 segments in the SCHED PPDU. The STA receiver begins with decoding the MAC Header and CTRL0 segment, decoding each assignment element until the FCS, and it continues to subsequently decode CTRL1, CTRL2 and CTRL3, stopping at the CTRLJ segment whose FCS it is unable to verify. 

2.2.16.9 Fast Random Access

STAs use slotted Aloha to access the channel and transmit the Compact Request Message in the FRACH. If received successfully by the AP, the AP provides the requesting STA with a scheduled TXOP in a subsequent scheduled access period. 

The number of FRACH slots for the current scheduled access period is indicated in the SCHED message, N_FRACH. 

The STA also maintains a variable B_FRACH. Following a transmission on the FRACH, if the STA receives a TXOP assignment from the AP, it resets B_FRACH. If the STA does not receive a TXOP assignment within the FRACH RESPONSE SCHED transmissions from the AP, B_FRACH is incremented by 1 up to a maximum value of 7. The parameter FRACH RESPONSE is included in the ACF element of the Beacon.

During any FRACH, the STA picks a FRACH slot with probability (N_FRACH)-1 * 2-B_FRACH.

If no FRACH period is scheduled by the AP, MIMO STAs may contend during the protected contention period during the SCAP using EDCA rules.
2.2.17 Round Robin BSS (RRBSS) Operation

An IBSS that allows token passing for round-robin (RR) service of QoS flows is called a RRBSS. RR STAs follow a round-robin order and are able to transmit round-robin transmit opportunities (RR TXOPs) during a portion of the beacon interval known as the RR period or RRP. Only STAs with QoS flows are permitted to join the RR schedule and access the medium during the RRP. Best effort flows continue to access the medium using DCF in the CP.
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Figure 2‑19 RRBSS Transmissions showing RRP and CP

2.2.17.1 Beacon and Timing

Once an RRBSS is initialized, the Beacon is always transmitted by the first STA in the RR schedule for the current Beacon interval. The order of STAs in the RR schedule rotates every Beacon interval so that the STA that transmits last in Beacon interval k, transmits the Beacon in Beacon interval k+1.

It is desirable to set the ATIM Window to end immediately following the Beacon transmission. This will disallow legacy sleep mode. MIMO STAs in an RRBSS use the sleep mode procedures enabled by the RR schedule described below. If the medium is shared with legacy STAs, the RRP follows immediately after the ATIM Window expires.

MIMO STAs participating in the IBSS or RRBSS respect the TBTT and terminate any on-going transmission at the expiration of the TBTT. However legacy STA transmissions may continue transmissions that extend beyond the TBTT and cause jitter in the Beacon transmission as shown in Figure 2‑19.

2.2.17.2 Basic RR operation

In an existing or newly formed IBSS, the first STA that desires to start using a periodic transmission to satisfy its QoS flow(s) obtains a TXOP through DCF procedures and transmits a (broadcast) Long Token PPDU that contains a 4-bit RRID (other than 0000) that is not already in use by another STA. The RRID value 0000 has special meaning. As additional STAs join the RR schedule, each STA picks its own RRID from among unused ones and adds itself to the RR schedule as discussed below.

As STAs join and leave or re-insert themselves in the RR schedule, the changes in the RR schedule are tracked through a global variable RR Seq. The RR Seq is incremented every time a STA either joins, leaves, or reinserts itself in a different position in the RR schedule. The RR Seq is included as a field in both the Short Token PPDU and Long Token PPDU. 

Immediately following the expiration of the TBTT, the last STA on the RR schedule of the previous Beacon interval must transmit the Beacon after waiting for a round-robin interframe spacing (RRIFS) gap. The RRIFS is shorter than the DCF interframe spacing (DIFS). The DIFS is the minimum interframe spacing that can be used by any other STA in the IBSS. This gives the STA with the token, priority to access the medium, over other contending STAs. Note that the RRIFS is chosen to be equal to the PIFS, however since no AP is present, there is no conflict with an AP. If the STA does not transmit at the RRIFS, at the expiration of DIFS, control of the medium reverts to the STA that transmitted the Beacon in the previous Beacon interval. That is the RR schedule does not rotate for this Beacon interval.

At the completion of each RR TXOP, the RR STA passes the token to the next STA on the RR schedule. The STA must explicitly indicate the end of an RR TXOP by transmitting a Token PPDU that contains the RRID of the next STA on the RR schedule. The STA may use either the Short or the Long Token PPDU. However, the first STA in the RRP always passes control using the Long Token PPDU. Other condition under which a STA must transmit the Long Token PPDU are discussed later. The next STA on the RR schedule receives the token and acquires control of the medium after waiting for a RRIFS duration. Any transmission from this STA serves as an implicit acknowledgment of the token passing. Thus control passes from the STA with the entry j on the RR schedule for the current Beacon interval to the STA with entry j+1 on the RR schedule. The RRP of the Beacon interval ends when the last STA on the RR schedule completes its transmission. This is indicated by the transmitting STA setting the Next RRID field in the token to 0000. The RRP must end no later than indicated in the RRP Fraction field of the Token. The medium reverts to distributed coordination function (DCF) operation until the next TBTT. This period is referred to as the contention period (CP).

STAs with non-QoS flows that do not participate in the RRP may transmit during the CP using DCF procedures. TXOP transmissions during the CP do not end with an explicit token. A STA that intends to participate in the CP can determine the beginning of CP transmission if it either decodes a token with the Next RRID set to 0000, or if it observes a non-RR TXOP, that is, the end of a TXOP with no token transmission.

2.2.17.3 Short and Long Token PPDUs

Every RR TXOP must end with the transmission of a Token PPDU to transfer control of the medium to the next STA on the RR schedule. The end of the RRP is indicated through the transmission of a Token with the Next RRID field set to 0000.

Normally, a STA with an entry in the RR schedule must transmit at least one frame during its scheduled RR TXOP. If the STA does not have any buffered frames, it must transmit either a Short Token or Long Token to maintain its position in the RR schedule.

A STA that transmits first in a Beacon interval must transmit the Long Token.

Following an increment in the RR Seq (due to a change in the RR List), each RR STA must transmit the Long Token at least once. 

A STA must transmit a Long Token at least once if its receive connectivity list has changed. 

2.2.17.4 RR TXOPs

When a STA on the RR schedule acquires control of the medium to transmit its scheduled RR TXOP, 

· It may use protection (e.g., RTS/CTS) for frame transmissions during the RR TXOP. 

· It may use Immediate ACK, or the Delayed ACK and Block ACK procedures of 802.11e.

· It may transmit frames to one or more STAs.

· It may transmit one or more aggregated frames.

2.2.17.5 Joining, Leaving and Modification of the RR schedule

Procedure to Update Receive Connectivity List
Whenever a STA intends to join the RR schedule, it must first listen to the medium for a Long Token that contains the RR List. Once it has a copy of the RR schedule it must listen to the medium for one or more Beacon intervals to construct its receive connectivity list. For each (Long or Short) Token transmission that it is able to decode during the listening interval, the STA sets the corresponding bit in its receive connectivity list to 1. Note that the receive connectivity list only indicates which STA tokens have been decoded at this STA, but not whether those STA will be able to decode token transmissions from this STA. The transmit connectivity list will be created subsequently once this STA joins the RR schedule.

Procedure to Join RR Schedule
To join the RR schedule, STA A contends for access during the CP of a Beacon period k in which the Last RRID is of a STA D whose connectivity bit is set to 1 in STA A’s receive connectivity list. The contending STA transmits a Short Token PPDU in which it inserts its chosen RRID and sets both the Next RRID and Last RRID fields to STA D.  The RR Seq field in the Short Token is incremented.

The STA D with the Last RRID in Beacon interval k will transmit the Beacon in the Beacon interval k+1 and if it was able to decode the contention based access of STA A, it will include the newly joined STA A in the RR List of its Long Token. The RRID of STA A will appear as the Last RRID. In Beacon interval k+1 an updated Long Token will be transmitted by each STA in the RRP.  Note that if more than one STA contended in the CP in Beacon interval k, STA D will only admit the STA that succeeds first in the CP.

In Beacon interval k+2, the newly joined STA A will transmit the Beacon and conclude its transmission with a Long Token.  The Connectivity Vector field in the Long Token is set to STA A’s receive connectivity list and received by all STAs that can hear STA A transmissions. Every STA whose connectivity list changes as a result must transmit the Long Token in Beacon interval k+2. 

Procedure to Update Forward Connectivity List
Once STA A has joined the RR schedule, its Token and Beacon transmissions are heard by other (awake) STAs in the RR schedule. 

STAs that are able to decode these Token transmissions update their receive connectivity list by setting the bit corresponding to STA A to 1. The receive connectivity list is transmitted in the Connectivity Vector field in the Long Token. 

When STA A is able to decode a Long Token transmission from STA C and the Connectivity Vector in the Long Token indicates that STA C is able to decode token transmissions from STA A, STA A updates its forward connectivity list and sets the bit corresponding to STA C to 1, otherwise it sets the corresponding bit to 0. 

Two way communication between STAs A and C is possible when the corresponding bit in the receive connectivity list and forward connectivity list are both set to 1. 
Procedure to Re-insert in RR Schedule
Due to updates in its receive and forward connectivity lists and due to arrival and departure of STAs from the RR schedule, a STA may determine from time to time that it would prefer to re-insert itself into a different position in the RR schedule. This position should be determined as follows:

· For each potential position m, 

· determine Xm, the number of 1’s before position m in the receive connectivity list

· determine Ym, the number of 1’s after position m in the forward connectivity list

· Select m0 = maxm [ min (Xm, Ym)]

To reinsert itself into a different position in the RR schedule, the STA transmits the Long Token PPDU with the RR Seq incremented and its RRID inserted into a different position in the RR List. 

Procedure to Leave RR Schedule
When a STA desires to terminate its participation in the RR schedule it transmits the Long Token PPDU with the RR Seq incremented and its position in the RR List set to 0000. The STA will be excluded from the RR schedule in the next Beacon interval. A STA must terminate its participation in the RR schedule if it has not transmitted a non-Token PPDU in MRR consecutive Beacon intervals.
If a STA on the RR schedule (entry j) fails to utilize its scheduled TXOP for NRR consecutive Beacon intervals, it automatically loses its place on the RR schedule. The STA with entry j-1on the RR schedule transmits a Long Token PPDU with the RR Seq incremented and the RR List entry corresponding to the missing STA set to 0000 and passes the token to STA with entry j+1.

When there is a change in the RR schedule during a Beacon interval, all subsequent STAs in the RR schedule must transmit the Long Token. For robust operation, when there is a change in the RR schedule (i.e., either a new STA joins or a STA leaves the RR schedule), all STAs in the next Beacon interval must transmit the Long Token.

Nominal values of the parameters used in this procedure are: MRR = 8; NRR = 8.

2.2.17.6 Explicit Token Passing

In case the STA with entry j on the RR schedule completes its transmission (and indicates the passing of the token to STA with entry j+1), but the STA with entry j+1 does not begin transmission after a RRIFS interval, STA with entry j retains control of the token after a DIFS gap and must explicitly pass control by transmitting a token to the STA with entry j+2. The STA with entry j+2 must begin transmission after waiting for RRIFS after the transmission of the token. If the STA with entry j fails to pass control to some subsequent STA on the RR List it must transmit a token with the Next STA set to 0000 to indicate end of the RRP. This indicates a premature termination of the RRP. 

If a STA is unable to decode the Token PPDU transmission prior to its scheduled RR transmission, it must defer transmission in the RRP during that Beacon interval. This ensures robust operation and avoids collisions. Bandwidth is not wasted since control is passed to subsequent STAs in the schedule using the methods of the previous paragraph. The deferring STA can participate in the CP during that Beacon interval.

A STA that experiences several failed attempts to obtain a token during its RR TXOPs must assume that it has lost its place in the RR schedule and join the DCF. It may again contend to join the RR schedule by transmitting in the CP. Its previous entry in the RR schedule will expire after NRR or fewer Beacon intervals.
2.2.17.7 RR Schedule Shuffling

The RR schedule is rotated at each TBTT. The rotation of the RR schedule has a number of benefits:

· The Beacon is periodically transmitted by each RR STA, thus permitting the propagation of the information throughout the RRBSS,

· The order of transmission is changed permitting fairness and better power management.

Consider the following schedule for Beacon interval k:


B D F G H

Alternative 1 This is not robust if both STA H and B fail to transmit the Beacon.

After it transmits first in Beacon interval k, STA B remains awake throughout the Beacon interval. It uses this period to update its receive and forward connectivity lists. STA B must explicitly pass the first position in the RR schedule for Beacon interval k+1 to the Last RRID (STA H). 

At the expiry of the TBTT, after waiting for a RRIFS gap STA H must transmit the Beacon for Beacon interval k+1. If for some reason STA H does not transmit after RRIFS gap, control reverts at DIFS to STA B. The RR schedule rotation is postponed to the next Beacon interval. STA B transmits the Beacon for Beacon interval k+1 and concludes its TXOP with a Long Token. Based on the observation of transmissions in Beacon interval k, STA B may modify the RR schedule for Beacon interval k+1 to designate a different Last RRID. STA B may use either of the following methods:

· STA B may remove STA H from the RR schedule.

· STA B may re-insert itself in a different position in the RR schedule, e.g., between F and G and transmit the following schedule: B G H D F

Alternative 2: This relies on STAs (e.g., F) measuring CCA for robustness even if H and G both fail to transmit the Beacon.

After it transmits first in Beacon interval k, STA B remains awake throughout the Beacon interval. It uses this period to update its receive and forward connectivity lists. STA B must explicitly pass the first position in the RR schedule for Beacon interval k+1 to the Last RRID (STA H). 

At the expiry of the TBTT, after waiting for a RRIFS gap STA H must transmit the Beacon for Beacon interval k+1. If for some reason STA H does not transmit after RRIFS gap, control passes at DIFS to STA G which transmits the following schedule: G H B D F. Or, if STA G does not transmit the Beacon at DIFS, control passes at DIFS+aSlotTime to STA F and so on.

2.2.17.8 Bandwidth management and fairness

Bandwidth and overhead management in the RRBSS is through the RR Bandwidth Management field in the Token. The STA that transmits last in the RRP remains awake and observes the CP. During the next Beacon interval it updates the parameters of the Bandwidth Management field based on the observation of the RRP and the CP. 

To amortize token passing overhead, the TBTT can be varied. The TBTT can be changed at the start of each Beacon interval by the STA that transmits the Beacon. The TBTT value is included in the token. The following rules are used.

1. Initial value of TBTT: 512 (1024) symbols;

2. When a STA joins so that the number of STAs on the RR schedule increases above 9: 1024 (1536) symbols

3. When a STA leaves so that the number of STAs on the RR schedule decreases below 7: 512 (1024) symbols 

4. If a STA determines that there are excessive collisions that require the use of RTS/CTS protection in the RRBSS, it may set the larger TBTT shown in parentheses in the rules 1-3 above.

Rules to set the RRP Fraction for the current RRP are as follows.

1. The initial value of the RRP Fraction is set to 12/32.

2. The Last STA in the RRP observes the end of the RRP and the entire CP to determine the RRP Fraction for the next Beacon interval.

3. The RRP Fraction is decreased by 1/32 if the RRP ends prior to the current value of RRP Fraction.

4. The RRP Fraction is increased by 1/32 if the RRP ends at or after the current value of the RRP Fraction.

5. The RRP Fraction is increased by 1/8 if one or fewer transmissions are observed during the CP.

6. The RRP Fraction is left unchanged if the RRP ends prematurely.

Rules to set the Max Increment for the current RRP are as follows.

Max Increment = Current RRP Fraction – Previous RRP Fraction

The maximum permitted TXOP for any STA in each Beacon interval is determined as follows.


Max[ 16 OFDM symbols, (1+Max Increment)*(Previous RR TXOP) ]

Note that Max Increment can be positive or negative. The Previous RR TXOP is the length of the RR TXOP utilized by the STA in the previous RRP. In case an RRP ended prematurely prior to the STA obtaining and RR TXOP, the Previous RR TXOP variable is unchanged.  

2.2.17.9 Power Save in RRBSS

In each RRP, an RR STA may sleep after the completion of its RR TXOP and that of all of its correspondent STAs. Note that each RR STA remains awake for an entire Beacon interval including CP during the Beacon interval in which it is the Last RRID. 

STAs that wish to establish communication with a correspondent STA may do so in the RRP or CP in that Beacon interval or at any other time that they determine that the correspondent STA is awake according to the above rules.

A non-QoS STA may read the RRP Fraction field in any Token and may sleep for the period until the end of the RRP Fraction. If the RRP ends prematurely the STA will be unable to utilize the additional CP.
2.3 PPDU Formats

[image: image120.png]i PLCP Header ]
e Ll
1
RATE [Reserved| LENGTH | Parity Tail | SERVICE e Tail |p.
4bits [ rbit | 12bis | Vb | ebits| 16 bits PSDU 6 bits [ Bits
S~ Coded/OFDM Coded/OFDM
~, (BPSKr=12 (RATE is indicated in SIGNAL)
T -

PLCP Preamble
12 Symbols

SIGNAL
One OFDM Symbol

DATA

Variable Number of OFDM Symbols





Figure 2‑20 802.11-2003 OFDM PPDU Format (Figure 111 from 802.11-2003)
2.3.1 Modified Preamble for MIMO OFDM

MIMO OFDM transmissions use a modified Clause 17 preamble. Similar to the Clause 17 preamble, the modified preamble contains 10 short and 2 long symbols. The polarity of the 10th short symbol is modified as detailed in the PHY document. Refer to section 3.2.2 for details. This modified preamble is used when operating in 802.11a bands. When operating in 802.11g bands either DSSS-OFDM preamble or the modified preamble described above may be used. 
When protected within a NAV or if the BSS consists of only MIMO OFDM stations then the modified preamble may be used. Beacons and Unprotected transmissions use the legacy preamble defined in Clause 17. In the 802.11a band if the BSS also consists of legacy Clause 17 stations, then the legacy preamble is always used. In the 802.11g band, if the BSS also consists of legacy devices, either the DSSS-OFDM preamble or the legacy preamble defined in Clause 17 is used
Whenever there are consecutive AP-STA transmissions, the preamble may be eliminated at the start of subsequent MAC frame transmissions. These conditions are described in the MAC procedures.
2.3.2 MIMO PPDU Types

Several new PPDU types are introduced. The RATE field in the SIGNAL field of the PLCP Header is modified to a RATE/Type field. Unused values of RATE are designated as PPDU Type. The PPDU Type also indicates the presence and length of a SIGNAL field extension designated SIGNAL2. New values of the RATE/Type field are defined in Table 2‑3. These values of the RATE/Type field are undefined for legacy STAs. Therefore, legacy STAs will abandon decoding of the PPDU after successfully decoding the SIGNAL1 field and finding an undefined value in the RATE field.

The SIGNAL2 is 1 OFDM symbol for all PPDU types except for the FRACH and the Long Token PPDU. The receiver is able to determine the length of the SIGNAL2 field based on the PPDU Type. The FRACH PPDU appears only in a designated portion of the SCAP and needs to be decoded only by the AP. The Long Token PPDU is used only in the RRBSS.

	RATE/Type (4 bits)
	MIMO PPDU
	SIGNAL2 Field Length (OFDM Symbols)

	0000
	MIMO BSS IBSS or RRBSS STA transmission. MIMO AP transmission (except SCHED PPDU).
	1

	0010
	MIMO BSS SCHED PPDU
	1

	0100
	MIMO BSS FRACH PPDU
	2

	1000
	MIMO RRBSS Short Token 
	1 

	1010
	MIMO RRBSS Long Token 
	4

	1100
	MIMO CAL PPDU
	1


Table 2‑3 MIMO PPDU Type Field
2.3.2.1 MIMO PPDU Format for Data Transmissions
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Figure 2‑21 PPDU Type 0000 showing PLCP Header and MIMO OFDM Training Symbols

The MIMO PLCP header for PPDU Type 0000 (BSS, IBSS or RRBSS) consists of the SIGNAL, SERVICE and FEEDBACK fields. 

The SERVICE field is unchanged from 802.11-2003 and is transmitted using the data segment rate and format.

The FEEDBACK field is new and is transmitted using the data segment rate and format. The FEEDBACK field consists of 

· ES (1 bit) indicating the preferred steering method.

· DRVF (13 bits). The Data Rate Vector Feedback (DRVF) field provides feedback to the peer station regarding the sustainable rate on each of up to four spatial modes. The encoding is as follows. 

· STR for Stream 1 (4 bits) indicates the Rate for Stream 1. This field is coded as STR Value shown in Table 2‑4.

· R2 (3 bits) indicates the difference between the STR Value for Stream 1 and the STR Value for Stream 2. R2 = 111 indicates that Stream 2 is off. 

· R3 (3 bits) indicates the difference between the STR Value for Stream 2 and the STR Value for Stream 3. R3 = 111 indicates that Stream 3 is off. If R2 = 111, then R3 must be set to 111.

· R4 (3 bits) indicates the difference between the STR Value for Stream 3 and the STR Value for Stream 4. R4 = 111 indicates that Stream 4 is off. If R3 = 111 then R4 must be set to 111.

· Power Control (2 bits) provides power control feedback to the transmitting STA.

	Power Control Field  
	Meaning 

	00
	No Change

	01
	Increase power by 1dB

	10
	Decrease power by 1dB

	11
	Reserved


Power Control field is set to “00” in the first frame of any frame exchange sequence. In the subsequent frames it indicates the increase or decrease of power in 1dB steps. The receiving STA will use this feedback information in all subsequent frame transmissions to that STA.

The SIGNAL1 field is transmitted using the control segment rate and format (6 Mbit/s). The SIGNAL1 field contains the following fields:

· The RATE/Type field is set to 0000.

· The Reserved bit is set to 0.

· PPDU Size/Request Field (12 bits): 

· In contention-based STA transmissions and all AP transmissions, this field denotes the PPDU Size and is coded as follows:

· Bit 1 indicates that the PPDU uses expanded OFDM symbols

· Bit 2 indicates that the PPDU uses OFDM symbols with shortened GI

· Bits 3-12:  Number of OFDM symbols (10 bits)

· In scheduled non-AP STA transmissions, this field denotes Request and is coded as follows:

·  Bits 1-2: SCHED Rate indicates the highest numbered SCHED (0, 1, 2 or 3) field that may be used to transmit an assignment to the STA.

· Bits 3-4: QoS field indicates the fraction (thirds) of the request that is for TC 0 or 1 (i.e., 0%, 33%, 67%, 100%).

· Bits 5-12: Requested length of TXOP in multiples of 16 us. 

· The SIGNAL1 field is checked by 1 Parity bit and terminated with a 6-bit Tail for the convolutional encoder.

The presence and length of the SIGNAL2 field is indicated by the RATE/Type field in SIGNAL1. The SIGNAL2 field is transmitted using the control segment rate and format (6 Mbit/s). The SIGNAL2 field contains the following fields:

· The 3-bit Training Type field indicates the length and format of the MIMO OFDM Training symbols. Bits 1-2 indicate the number of MIMO OFDM Training Symbols (0, 2, 3 or 4 OFDM symbols).  Bit 3 is the Training Type field: 0 indicates SS, 1 indicates ES.

· The Data Rate Vector (DRV) field provides the rate for each of up to four spatial modes. The DRV is encoded in the same manner as DRVF above.

· The SIGNAL2 field is checked by 1 Parity bit and terminated with a 6-bit Tail for the convolutional encoder.

	STR Value
	Coding Rate
	Modulation Format
	Bits/symbol per Stream

	0000
	1/2
	BPSK
	0.5 

	0001
	3/4
	BPSK
	0.75

	0010
	1/2
	QPSK
	1.0

	0011
	3/4
	QPSK
	1.5

	0100
	1/2
	16 QAM
	2.0

	0101
	5/8
	16 QAM
	2.5

	0110
	3/4
	16 QAM
	3.0

	0111
	7/12
	64 QAM
	3.5

	1000
	2/3
	64 QAM
	4.0

	1001
	3/4
	64 QAM
	4.5

	1010
	5/6
	64 QAM
	5.0

	1011
	5/8
	256-QAM
	5.0

	1100
	3/4
	256-QAM
	6.0

	1101
	7/8
	256-QAM
	7.0


Table 2‑4 Encoding of STR Value

2.3.2.2 SCHED PPDU

The SCHED PPDU (Rate/Type = 0010) is shown in Figure 2‑22.
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Figure 2‑22 SCHED PPDU Format

The SIGNAL1 field is transmitted using the control segment rate and format (6 Mbit/s). The SIGNAL1 field contains the following fields:

· The RATE/Type field is set to 0010.

· The Reserved bit is set to 0.

· CTRL0 Size (6 bits) indicates the length of the segment of the SCHED PPDU transmitted at 6 Mbps. This includes the SERVICE field of the PLCP Header, the MAC Header and the CTRL0 segment. The value is encoded in multiples of 4 us. 

· CTRL1 Size (6 bits) indicates the length of the segment of the SCHED PPDU transmitted at 12 Mbps. The value is encoded in multiples of 4 us. A CTRL1 Size of ‘0’ indicates that the corresponding CTRL1 segment is not present in the SCHED PPDU.

The SIGNAL2 field is transmitted using the control segment rate and format (6 Mbit/s). The SIGNAL2 field contains the following fields:

· Training Type (3 bits) is as specified for PPDU Type 0000.

· CTRL2 Size (5 bits) and CTRL3 Size (5 bits) indicate the length of the segment of the SCHED PPDU transmitted at 18 Mbps and 24 Mbps, respectively. The value of these fields is encoded in multiples of 4 us. A CTRLJ Size of ‘0’ indicates that the corresponding CTRLJ segment is not present in the SCHED PPDU.

· A 4 bit FCS is computed over the entire SIGNAL1 and SIGNAL2 fields.

2.3.2.3 FRACH PPDU
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Figure 2‑23 FRACH PPDU Format

The FRACH PPDU (RATE/Type = 0100) has a SIGNAL2 field of length 2 OFDM symbols. It may only be transmitted by a STA during the FRACH period within the MIMO Scheduled Access Period. The FRACH period is established by and therefore known to the AP.

Request Field (12 bits) is as specified for PPDU Type 0000.

Source AID identifies the STA transmitting on the FRACH. 

Destination AID identifies the destination STA for which a TXOP is being requested.  In the case where the destination is the AP, the value of the Destination AID field is set to 2048.

A 4 bit FCS is computed over the entire SIGNAL1 and SIGNAL2 fields.
A 6 bit tail is added prior to convolutional coding with R=1/2. The FRACH PPDU is transmitted over 3 OFDM symbols using BPSK. The standard preamble of 10 short and 2 long symbols (16 µs) is used. The total FRACH slot duration including preamble is 28 µs.

2.3.2.4 Short and Long Token PPDU

RR Token RATE/Type = 1000 (Short Token) and RATE/Type 1010 (Long Token) are defined. A STA must transmit either a short token or a long token at the end of its RR TXOP to transfer control of the medium to the Next STA on the RR List. STA must transmit token if there is no other data in its buffer and it wants to maintain its position in the RR schedule. Rules for token PPDU transmission are defined in the RR procedures.
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Figure 2‑24 Short Token PPDU

The Short Token PPDU (RATE/Type = 1000) is shown in Figure 2‑24. 

RR Seq field (4 bits) tracks changes in the RR List.

RR Bandwidth Management (10 bits) contains the following fields: 

TBTT Length field (2 bits) identifies the length of the TBTT. Rules for changing the length of the TBTT are specified in the RR procedures section. Encoding:

· 00: 512 symbols

· 01: 1024 symbols

· 10:1536 symbols

· 11: reserved

RRP Fraction (4 bits) defines the fraction of the TBTT permitted to be occupied by the RR STAs. Rules to determine RRP Fraction are specified in the RR procedures section. Encoding: step size 1/32; minimum (and initial) value: 12/32; maximum value: 28/32.

Max Increment (2 bits). RR STAs are permitted to increase the length of their TXOP by a factor (1 + Max Increment) for the current Beacon interval compared to the previous Beacon interval. Encoding: 

· 00: 0

· 01: 1/32

· 10: 1/8

· 11: -1/32

Compact RR List (12 bits) contains three RRIDs from the RR List: RRID of the STA transmitting the Short Token, the RRID of the next STA on the RR schedule and the last STA on the RR schedule for the current Beacon interval.

A 4 bit FCS is computed over the SIGNAL1 and SIGNAL2 fields.
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Figure 2‑25 Long Token PPDU
The Long Token PPDU (RATE/Type = 1010) is shown in Figure 2‑25. Most fields of the long token are identical to the short token. The additional or modified fields are described below.

The Connectivity Vector (15 bits) for the STA. For each STA on the RR List whose transmitted token the STA is able to decode, the STA sets the corresponding bit in the Connectivity Vector to 1.  

The Complete RR List (64 bits) replaces the Compact RR List. The Complete RR List contains the RRID of the next STA and the RR List containing up to 15 RRIDs.

An 8 bit FCS is computed over the bits in the SIGNAL1 and SIGNAL2 fields.

A 6 bit tail is added prior to convolutional coding with R=1/2. The TOKEN PPDU is transmitted using BPSK. The standard preamble of 10 short and 2 long symbols (16 us) is used. 

2.3.2.5 CAL PPDU
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Figure 2‑26 CAL PPDU

The CAL PPDU (RATE/Type = 1100) is shown in Figure 2‑26. 

The SIGNAL1 field contains the following fields:

· The RATE/Type field is set to 0000.

· The Reserved bit is set to 0.

· PPDU Size/Request Field (12 bits): 

· Bit 1 indicates that expanded OFDM symbols are used

· Bit 2 indicates that shortened GI is used and is set to 0

· Bits 3-12:  Number of OFDM symbols in the PPDU (10 bits)

· Parity is computed over the fields in SIGNAL1.

The SIGNAL2 field contains the following fields:

· Req/Resp (1 bit). ‘0’ indicates that the CAL PPDU is from the STA initiating the calibration sequence.

· The Calibration Type field (3 bits) is encoded according to Table 2‑5.

· The Reserved bits are set to 0.

· Parity is computed over the fields in SIGNAL2.

	Calibration Type
	Calibration Subcarriers
	Number of Calibration Training Symbols per Transmit Antenna

	000
	(7, (21
	1

	001
	(2, (6, (10, (14, (17, (20, (23, (26
	1

	010
	(1, (2,…, (25,(26
	1

	011
	(1, (2,…, (27,(28
	1

	100
	(7, (21
	2

	101
	(2, (6, (10, (14, (17, (20, (23, (26
	2

	110
	(1, (2,…, (25,(26
	2

	111
	(1, (2,…, (27,(28
	2


Table 2‑5 Calibration Type Values
3 Physical Layer Enhancements

3.1 System features

3.1.1 MIMO Capabilities

The system described in this document incorporates multiple-input, multiple-output (MIMO) communication, in which the transmitter and receiver may be equipped with multiple antennas.  In the 802.11n system, each transmitter and receiver is equipped with up to four antennas.  The number of antennas at a transmitting and receiving STA are denoted 
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3.1.2 OFDM structure

The physical (PHY) layer of the 802.11n system is based on the orthogonal frequency division multiplexing (OFDM) modulation scheme.  All transmitted frames are composed of OFDM symbols.  The two types of OFDM symbols used are the 802.11 OFDM symbol, hereafter referred to as the standard OFDM symbol, and the 802.11n expanded OFDM symbol.  Both of the OFDM symbol types are described below.

The standard OFDM symbol is the 802.11 OFDM symbol, which is composed of 52 subcarriers spaced at intervals of 
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.  The subcarriers have frequencies relative to the carrier frequency of 
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 is the subcarrier index, which ranges in value from -26 to 26.  A total of 48 subcarriers with indices 
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 are used for data.  Subcarriers with indices 
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 are used as pilot subcarriers, and the DC subcarrier (index zero) is not used (i.e., it transmits null symbols).    

The 802.11n expanded OFDM symbol uses 56 subcarriers, with the same frequency interval as the standard OFDM symbol.  The subcarrier index ranges in value from -28 to 28.  There are 52 data subcarriers with indices 
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.  The same subcarriers used for pilot in the standard OFDM symbol described above also serve as pilot subcarriers here.  The DC subcarrier is also not used.  

 The 802.11n expanded OFDM symbol may be used only for transmission of the common and dedicated MIMO training sequences and the DATA field of the 802.11n data frame PPDU.

3.1.3 Guard interval

The two possible durations of cyclic prefix (guard interval) used are the 802.11 cyclic prefix duration of 0.8 μs, hereafter referred to as the standard guard interval, and the 802.11n shortened guard interval (SGI) of duration 0.4 μs.  The 802.11n shortened guard interval may be used only for transmission of the DATA field of the 802.11n data frame PPDU.

3.1.4 Rate Adaptation

The 802.11n system employs rate adaptation.  Rate adaptation allows the transmission mode and data rate to be adjusted for each PPDU transmission, based on feedback from the receiver, in order to enable reliable communication over a time-varying MIMO channel.  Independent rate adaptation is performed for each direction of the communication link. 

Rate adaptation employs the following mechanisms:

· transmission mode control for the data frames

· rate control on data frames

· rate control on the SCHED control frame

· OFDM symbol control on MIMO training symbols and DATA field

· guard interval control on DATA field

These mechanisms are discussed below.

3.1.4.1 Transmission mode control

The two types of transmission modes supported on data frames are steered and unsteered.  In the steered mode of operation, the transmitter has full channel characterization and performs Eigenvector Steering (ES).  When the steered mode is employed, each of the two communicating STAs must have completed a calibration procedure which compensates for differences in the amplitude and phase response of their transmit and receive chains.  Once the calibration procedure has been completed, a simple exchange of training symbols enables each STA to obtain sufficient information about the channel to calculate accurate steering vectors. Either of the communicating STAs may be an AP.  The calibration procedure is described in section 3.1.5.  

The use of unsteered mode does not require the communicating STAs to be calibrated.  Unsteered mode may be used between calibrated STAs when the transmitter does not have sufficient information about the channel to calculate accurate steering vectors for Eigenvector Steering.  In unsteered mode, the transmitting STA must be able to determine an appropriate rate at which to transmit.  In this mode, Spatial Spreading (SS) is employed.  Hereafter, ES mode is synonymous with steered mode, and SS mode with unsteered mode.
3.1.4.2 Rate control

The data rates used for data communication between two STAs, or between an AP and a STA, are determined independently for each direction of the link.  The following describes the rate adaptation procedure:

1. Upon receiving the MIMO training sequence provided by the transmitting STA, the receiving STA determines the preferred transmission mode and maximum data rate for each of up to four wideband spatial channels that can be used by the transmitting STA.  The transmission mode and data rate information are fed back to the transmitting STA in the DRVF field of the 802.11n SERVICE field of the 802.11n PLCP header when the receiving STA sends a return transmission to the transmitting STA.
2. The data rates selected by the transmitting STA are upper-bounded by the rate information that is fed back by the receiving STA.  In the absence of timely rate information, the transmitting STA should back off on the data rate used and possibly change the transmission mode being employed.

3. The data rates and transmission mode used by a transmitting STA are indicated in the DRV field of the 802.11n SIGNAL field of the 802.11n PLCP header.

3.1.4.3 CTRL fields rate control

The AP transmits up to four CTRL fields (CTRL0, CTRL1, CTRL2, CTRL3, in order of increasing data rates) in the SCHED frame.  Each of the control fields operates at a fixed rate, as shown in Table 3‑13.  The purpose of rate control for the CTRL fields is to determine the maximum rate at which a STA can reliably receive control information so that control information destined for that STA may be sent in the appropriate CTRL field.   Each CTRL field may contain control information for one or more STAs.  

Upon receiving the SCHED frame, the STA attempts to demodulate all CTRL fields, and determines for each CTRL field whether the frame check sequence (FCS) passes or fails.  The preferred CTRL field for a STA is the highest rate CTRL field, CTRLJ, such that CTRLJ and all lower rate CTRL fields pass the FCS at that STA.  The STA then communicates this information to the AP in the PLCP header, and the AP transmits on the corresponding CTRL field the next time it transmits to the STA.  When the AP does not know the STA's preferred CTRL field, it shall use CTRL0.
Once the STA is associated, it receives its control information on the CTRL field CNTLJ, as outlined above.  However, the STA shall attempt to demodulate all of the CTRL fields.  

3.1.4.4 OFDM symbol control

The type of OFDM symbol used by the MIMO training sequences and the DATA field of the 802.11n PPDU is determined independently by each STA for each direction of the link.
3.1.4.5 Guard interval control

The duration of the guard interval is determined independently by each STA for each direction of the link. 

3.1.5 Calibration

In order for a transmitting 802.11n STA to transmit to another 802.11n STA in Eigenvector Steering mode, it must have a good characterization of the channel that it is transmitting over so that it can choose the correct transmit steering vectors.  The STA obtains this characterization by observing the MIMO training sequence transmitted by the STA to which it is transmitting.  This approach is based on the reciprocal property of the over-the-air TDD channel, and reciprocity must be in effect for the approach to provide the best rate and range performance available.  For more details on calibration, see A.5.
Although the SS transmission mode does not require it, calibration neither improves nor degrades performance with this transmission mode.  Thus, if they are able to do so, all STAs calibrate upon entering the system, and calibration is employed for all transmission modes and on all frames.  In the remainder of the document, it is assumed that communication in Eigenvector Steering mode takes place on links that have been calibrated.  

The following section describes the calibration procedure for a communication link, where the two communicating STAs referred to as STA A and STA B (typically an AP).  Note: calibration is only applicable to STAs with two or more antennas, where both transmission and reception are possible on each antenna.  

3.1.5.1 Calibration procedure

In the calibration procedure, described below, the symbol 
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 denotes the subcarrier index.  STAs that support expanded OFDM symbols must perform calibration for subcarriers with indices from -28 to 28.  STAs not supporting expanded OFDM symbols must perform calibration for subcarriers with indices from -26 to 26. The following two gain matrices represent the over-the-air channels:

· 
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 The calibration procedure is as follows:

· STA A transmits a Calibration Request message to STA B.

· STA B transmits a CAL PPDU, which includes a training sequence that allows a receiving STA A to estimate the channel matrices 
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· STA A transmits a CAL PPDU, which includes a training sequence that allows STA B to estimate the channel matrices 
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· The previous two steps must occur over a sufficiently short time interval that the channel does not change over the interval.

· STA A computes an estimate of 
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 based on the received training sequence.

· STA B computes an estimate of 
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 based on the received training sequence .

· STA B sends the quantized estimates of 
[image: image144.wmf]()

AB

®

H

l

 to STA A using the Calibration Response Message that contains the Channel Measurement Report.

· STA A uses the estimates of 
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 to compute the calibration matrices 
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· STA A sends the quantized calibration matrix 
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 to STA B using the Calibration Complete Message that contains the Calibration Vector.

· STA A and STA B now have calibration matrices.

Once a STA has completed the calibration procedure, the calibration matrices, 
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, are assumed to be available at the STA’s transmitter, and are incorporated into the transmit spatial processing procedure for all subsequent communications, as described in subsequent sections.
3.2 802.11n data frames processing

3.2.1 PPDU format of data frames

An 802.11n data frame PPDU consists of a PLCP header, a MIMO training sequence, and a data portion.  In addition, the 802.11n data frame PPDU may include the 802.11n PLCP preamble.  All 802.11n data frame transmissions use the 802.11n PLCP header, which consists of 802.11n SIGNAL, SERVICE, and FEEDBACK fields, as shown in Figure 3‑1.  
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Figure 3‑1: 802.11n PLCP header

Figure 3‑2 shows the structure of the 802.11n data PPDU.  If the 802.11n preamble is included, it is transmitted first, followed by the 802.11n SIGNAL field of the 802.11n PLCP header.  The SIGNAL field consists of SIGNAL1 and SIGNAL2 fields.  The dedicated MIMO training sequence may consist of zero, two, three, or four MIMO OFDM training symbols and is transmitted next.  (The duration of a MIMO OFDM training symbol is one standard OFDM symbol with a standard guard interval.)  The DATA field of the PPDU includes the SERVICE and FEEDBACK fields of the 802.11n PLCP header in addition to the payload bits (PSDU—PLCP service data unit).  All fields in the DATA field are transmitted at the link rate.
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Figure 3‑2: 802.11n data frame PPDU

3.2.1.1 Overview of the 802.11n data frame PPDU encoding process

The encoding process is composed of many detailed steps, which are described fully in later sections, as noted below. 

a) Produce the 802.11n PLCP preamble field, composed of 10 repetitions of a “short training sequence” (used for AGC convergence, diversity selection, timing acquisition, and coarse frequency acquisition in the receiver) and two repetitions of a “long training sequence” (used for channel estimation and fine frequency acquisition in the receiver), preceded by a cyclic prefix.  Refer to 3.2.2 for details.

b) Produce the PLCP header field by filling the appropriate bit fields.  The SIGNAL field is composed of two OFDM symbols.  The contents of the SIGNAL field are not scrambled.  Refer to 3.2.3 for details.

c) Calculate from the RATE field of the TXVECTOR
:

· the number of spatial streams (NS),

· the coding rate R(n) for each spatial stream n, 

· the number of standard or expanded OFDM symbols (NSYM):
· the number of data bits per standard or expanded OFDM symbol NDBPS(n) for each spatial stream n,

· the number of data bits per standard or expanded OFDM symbol (NDBPS,TOT),

· the number of coded bits per standard or expanded OFDM symbol NCBPS(n) for each stream n,

· the number of coded bits per standard or expanded OFDM symbol (NCBPS,TOT). 

· the number of coded bits in each OFDM subcarrier NBPSC(n) for each stream n.
Refer to 3.2.1.2 for details.  Values of NDBPS(n) and NCBPS(n) for specific rates are given in Table 3‑1.
d) Append the FEEDBACK field to the SERVICE field of the 802.11n PLCP header.  Append the PSDU to the FEEDBACK field.  The resulting bit string is partitioned into NS substrings such that substring n has length ≤(NSYM·NDBPS(n)-6).  Extend the resulting bit string with tail bits per spatial stream and zero padding bits per spatial stream, inserted after each substring, as necessary, so that the resulting length will is NSYM·NDBPS(n) for stream n.  The resulting bit string constitutes the DATA part of the packet.  Refer to 3.2.5.3 for details.  

e) Initiate the scrambler with a pseudo-random nonzero seed, generate a scrambling sequence, and XOR it with the extended string of data bits. Refer to 3.2.5.4.1 for details.

f) Replace each group of six scrambled zero bits following each spatial stream with six non-scrambled zero bits. (Those bits return the convolutional encoder to the zero state and are denoted as tail bits.)  Refer to 3.2.5.2 for details.

g) Encode the extended, scrambled data string of each spatial stream with a convolutional encoder (R = 1/2).  Puncture some of the encoder output string (chosen according to “puncturing pattern”) to reach the desired “coding rate” on the spatial stream.  Refer to 3.2.5.4.2 and 3.2.5.4.3 for details.

h) Divide the encoded bit string of each spatial stream n into groups of NCBPS(n) bits.  Within each group, perform an “interleaving” (reordering) of the bits according to a rule corresponding to the desired RATE and OFDM symbol type (standard or expanded).  Refer to 3.2.5.4.4 for details.

i) Divide the resulting coded and interleaved data string of each spatial stream n into groups of NBPSC(n) bits.  For each of the bit groups, convert the bit group into a complex number according to the modulation encoding tables.  Refer to 3.2.5.4.5 for details.

j) Obtain SPROC (spatial processor) weights for each data subcarrier.  Refer to 3.2.5.4.6 for details.

k) Obtain SPROC weights for each pilot subcarrier.  Refer to 3.2.5.4.7 for details.

l) For standard OFDM symbols:

· Divide each of the NS spatial streams of complex numbers into groups of 48 complex numbers. Each such group will be associated with one OFDM symbol. 

· In each group, the complex numbers will be numbered 0 to 47 and mapped hereafter into OFDM subcarriers numbered –26 to –22, –20 to –8, –6 to –1, 1 to 6, 8 to 20, and 22 to 26. 

· For each OFDM symbol, group the complex numbers from all of the NS spatial streams associated with each of the indices from 0 to 47 into a sequence of 48 vectors of NS complex numbers.  Perform spatial processing on each of these vectors.
· The subcarriers with indices –21, –7, 7, and 21 are skipped and, subsequently, used for inserting pilot subcarriers. 

· The 0 subcarrier, associated with center frequency, is omitted and filled with zero value. 

For expanded OFDM symbols:

· Divide each of the NS spatial streams of complex numbers into groups of 52 complex numbers. Each such group will be associated with one OFDM symbol. 

· In each group, the complex numbers will be numbered 0 to 51 and mapped hereafter into OFDM subcarriers numbered –28 to –22, –20 to –8, –6 to –1, 1 to 6, 8 to 20, and 22 to 28. 

· For each OFDM symbol, group the complex numbers from all of the NS spatial streams associated with each of the indices from 0 to 51 into a sequence of 52 vectors of NS complex numbers.  Perform spatial processing on each of these vectors.

· The subcarriers with indices –21, –7, 7, and 21 are skipped and, subsequently, used for inserting pilot subcarriers.

· The 0 subcarrier, associated with center frequency, is omitted and filled with zero value. 

Refer to 3.2.5.4.8 and 3.2.5.4.9 for details.

m) For each group of subcarriers (–26 to 26 for standard OFDM symbols –28 to 28 for expanded OFDM symbols) on each transmit antenna, convert the subcarriers to the time domain using the inverse Fourier transform.  Perform cyclic delay, if necessary for cyclic transmit diversity, on the Fourier-transformed waveform, prepend to the resulting waveform a circular extension of itself, thus, forming a cyclic prefix, and truncate the resulting periodic waveform to a single standard or expanded OFDM symbol length by applying time domain windowing.  Refer to 3.2.5.4.9 for details.

n) Append the OFDM symbols one after another, starting after the SIGNAL symbols.  Refer to 3.2.5.4.9 for details.

o) Up-convert the resulting “complex baseband” waveform for each antenna to an RF according to the center frequency of the desired channel and transmit.

3.2.1.2 Rate-dependent parameters

A multi-rate PHY layer is supported by the 802.11n system, where the data rates on a single spatial stream range from 6 Mbps to 101.11 Mbps and are selected by an adaptive rate control scheme.  The modulation parameters dependent on the data rate used shall be set according to Table 3‑1.  The R=5/6, 64-QAM rate shall be used only when 256-QAM is not supported.  When 256-QAM is supported, the R=5/8, 256-QAM rate is used instead of the R=5/6, 64-QAM rate.

	Data rate (Mbps)
per spatial stream
	Coding Rate

(R(n))
	Modulation
	Coded bits

per subcarrier

per 

spatial stream

(NBPSC(n))
	Coded bits

per OFDM symbol

per spatial stream

(NCBPS(n))
	Data bits

per OFDM symbol per spatial stream

(NDBPS(n))

	Standard
	Expanded

	
	
	
	Standard
	Expanded
	Standard
	Expanded

	6
	7.22
	1/2
	BPSK
	1
	48
	52
	24
	26

	9
	10.83
	3/4
	BPSK
	1
	48
	52
	36
	39

	12
	14.44
	1/2
	QPSK
	2
	96
	104
	48
	52

	18
	21.67
	3/4
	QPSK
	2
	96
	104
	72
	78

	24
	28.89
	1/2
	16 QAM
	4
	192
	208
	96
	104

	30
	36.11
	5/8
	16 QAM
	4
	192
	208
	120
	130

	36
	43.33
	3/4
	16 QAM
	4
	192
	208
	144
	156

	42
	50.56
	7/12
	64 QAM
	6
	288
	312
	168
	182

	48
	57.78
	2/3
	64 QAM
	6
	288
	312
	192
	208

	54
	65.00
	3/4
	64 QAM
	6
	288
	312
	216
	234

	60

	72.22
	5/6
	64 QAM
	6
	288
	312
	240
	260

	60
	72.22
	5/8
	256-QAM
	8
	384
	416
	240
	260

	72
	86.67
	3/4
	256-QAM
	8
	384
	416
	288
	312

	84
	101.11
	7/8
	256-QAM
	8
	384
	416
	336
	364


Table 3‑1:  Rate-dependent parameters
The total number of data bits per OFDM symbol is computed as the sum of the number of data bits per OFDM symbol over all spatial streams as follows:
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The number of coded bits per OFDM symbol is computed as the sum of the number of coded bits per OFDM symbol over all spatial streams as follows:
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The number of OFDM symbols, NSYM, that comprise the DATA portion of the PPDU (see Figure 3‑2), is computed as follows:
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where 
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 specifies the length (in bytes) of each encapsulated MAC PDU in the PSDU, and fr is the index that goes from one to the number of MAC PDUs in the PSDU.  The function floor (.) is a function that returns the largest integer value smaller than or equal to its argument value.  

Except in scheduled non-AP STA transmissions, the value NSYM is included in the PPDU Size field of the PLCP Header (see Section 2.3.2.1).
3.2.1.3 Timing-related parameters

	Parameter
	Symbol
	Value

	
	
	Standard
	Expanded

	Number of data subcarriers
	NSD
	48
	52

	Number of pilot subcarriers
	NSP
	4

	Total number of subcarriers 
	NST
	52
	56

	Subcarrier frequency spacing 
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	0.3125 MHz

	IFFT/FFT period
	TFFT
	3.2 μs

	PLCP preamble duration
	TPREAMBLE
	16 μs

	SIGNAL field duration
	TSIGNAL
	8 μs

	Short training sequence duration
	TSHORT
	8 μs

	Long training sequence duration
	TLONG
	8 μs

	Training symbol GI duration
	TGI2
	1.6 μs

	
	
	Standard
	Shortened

	GI (cyclic prefix) duration
	TGI
	0.8 μs
	0.4 μs

	Symbol interval
	TSYM
	4 μs
	3.6 μs


Table 3‑2:  Timing-related parameters
3.2.2 802.11n PLCP preamble

The PLCP preamble field is used for synchronization and estimation of the channel, to be used in the reception of the SIGNAL field.  It consists of ten short training symbols and two long training symbols, as described below.

The 802.11n preamble consists of a short training sequence and a long training sequence.  The short training sequence consists of the first 7.2 μs of the standard 802.11a short training sequence (t1 to t9), followed by one inverted short training symbol (-t10).  The total duration of the short training sequence is 8 μs.  The short training sequence is generated as described in section 17.3.3 (PLCP preamble) of 802.11-1999 (Reaff 2003), with the exception that the final 0.8 μs are computed using 
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 in equation (12) of section 17.3.3 (PLCP preamble) in 802.11-1999 (Reaff 2003).  Defining 
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the resulting short training sequence can be expressed as 
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where 
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 and zero otherwise, and NST=52.

In an AP or STA with multiple transmit antennas, the short training sequence undergoes cyclic transmit diversity.  The short training sequence transmitted on each antenna is cyclically delayed by 
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 seconds, where n is the antenna index, n = 0,1,…, N-1, and TC  = 50 ns is the cyclic shift increment.  

This cyclic shift can be reflected in the formula above by adding the cyclic shift as follows.  The short training sequence on the antenna with index n is given by
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The long training sequence consists of a 1.6 μs guard interval followed by the 3.2 μs long training symbol repeated twice, as defined in the 802.11a standard.  As for the short training sequence, the long training sequence is cyclically delayed by 
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 seconds, where n is the antenna index, n = 0,1,…, N-1, and TC  = 50 ns.  The long training sequence transmitted on the antenna with index n is thus generated according to
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 and zero otherwise, and NST=52.  The total duration of the long training sequence is 8 μs.  The sequence 
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 is defined in 17.3.3 (PLCP preamble) of 802.11-1999 (Reaff 2003)
When the AP or STA has multiple transmit antennas, the preamble may be transmitted in eigenvector steering mode using the principle eigenvector, as described in 3.2.5.4.6.1, or in spatial spreading mode using the first column of the spreading matrix, as described in 3.2.5.4.6.2.

3.2.3 SIGNAL field

The SIGNAL field consists of two fields, SIGNAL1 and SIGNAL2, each of which is one standard OFDM symbol with a standard guard interval.  SIGNAL1 and SIGNAL2 are encoded separately.  The encoding of each of the SIGNAL1 and SIGNAL2 fields shall be performed with BPSK modulation of the subcarriers and using convolutional coding at R=1/2.  The encoding procedure, which includes convolutional encoding, interleaving, subcarrier modulation mapping, spatial spreading transmission mode processing, pilot insertion, and OFDM modulation, follows the steps described in 3.2.5.4.2, 3.2.5.4.4, 3.2.5.4.5, 3.2.5.4.6.2, 3.2.5.4.7.2, 3.2.5.4.8, and 3.2.5.4.9, as used for transmission of a single stream of data at the 6 Mbps rate.  The contents of SIGNAL2 and SIGNAL2 are not scrambled.  

3.2.4 Dedicated MIMO training sequence

The dedicated MIMO training sequence is used for channel estimation by the receiving STA.  When the ES transmission mode is employed, the number of OFDM symbols comprising the dedicated MIMO training sequence is equal to the number of transmit antennas, 
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When the SS transmission mode is used by the AP, the dedicated MIMO training sequence may not be transmitted in every PPDU.  If the dedicated MIMO training sequence is transmitted, the number of OFDM symbols comprising the dedicated MIMO training sequence is equal to the number of transmit antennas, 
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STAs which have a single transmit antenna do not transmit the dedicated MIMO training sequence.  

The dedicated MIMO training sequence is transmitted according to the transmission mode (ES or SS) and the type of OFDM symbol (standard or expanded) employed on the DATA field, as described in the next two sections. The dedicated MIMO training sequence consists of 52 or 56 non-zero subcarriers, depending on the type of OFDM symbol used, and is described in 3.2.4.1.  The MIMO OFDM training symbols use the standard guard interval.
The type of dedicated MIMO training sequence transmitted in DATA frames using ES mode is referred to as the Steered MIMO OFDM Training Sequence.

The type of dedicated MIMO training sequence transmitted in DATA frames using SS mode is referred to as the MIMO OFDM Training Sequence.

3.2.4.1 Transmit vector calculation

In generating the dedicated MIMO training sequence, a vector of complex values must be computed for each OFDM subcarrier.  Each element of these vectors is associated with a specific transmit antenna.  The way in which the transmit vector is calculated depends on whether the dedicated MIMO training sequence is used for SS mode or for ES mode, and in the case of ES mode, whether the vector is for a data subcarrier or a pilot subcarrier. 
The data subcarriers are the subcarriers with frequency 
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The pilot subcarriers are the subcarriers with frequency 
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The transmit vector for subcarrier 
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 of the n-th OFDM symbol of the dedicated MIMO training sequence may be expressed as 
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 elements of the n-th column of the cover matrix shown in Table 3‑3 for NTx = 2, 3, and 4 transmit antennas,

· 
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 is a diagonal matrix whose diagonal elements consist of the QPSK MIMO training sequences given in Appendix B: MIMO Training Sequences and Pilot Definitions
· 
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 is the matrix determined by the transmission mode, as described in 0 and 3.2.4.1.2,

· 
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 is the diagonal matrix of calibration values for the subcarrier with frequency 
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, as described in 3.1.5
· 
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 denotes the OFDM symbol index of the MIMO training sequence, containing N OFDM symbols, where
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Table 3‑3:  Cover matrices

3.2.4.1.1 ES transmission mode

When the DATA field of the PPDU is transmitted using the eigenvector steering transmission mode, 
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 are given in Table B‑1 – Table B‑4, and 
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 are given in Table B‑5 – Table B‑8 for expanded OFDM symbols.  
For pilot subcarriers, steered reference for only the principal eigenmode is transmitted, so 
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 for expanded OFDM symbols
3.2.4.1.2 SS transmission mode

In spatial spreading mode, 
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 in all diagonal positions, so the expression for the transmit vector reduces to
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for data subcarriers and pilot subcarriers.  
[image: image214.wmf]00

()()

S

PP

=

ll

 for standard OFDM symbols, and 
[image: image215.wmf]00

()()

E

PP

=

ll

 for expanded OFDM symbols.  In the case of SS mode, calibration is not required.  A STA that has not been calibrated shall set 
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 when calculating the transmit vectors as given above.  A STA that has been calibrated shall use the resulting set of calibration matrices when calculating the transmit vectors.
3.2.4.2 OFDM Symbols
3.2.4.2.1 Cyclic transmit diversity

When the data portion of the data frame is transmitted using cyclic transmit diversity, OFDM symbols transmitted in the dedicated MIMO training sequence shall undergo a cyclic shift of 
[image: image217.wmf]C

×T,01

Tx

kkN

££-

 seconds, where k is the transmit antenna index, 
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 is the cyclic shift increment.  If the data portion of the data frame is not transmitted using cyclic transmit diversity, OFDM symbols transmitted in the dedicated MIMO training sequence shall not undergo a cyclic shift.  This cyclic shift is reflected in the definition of the OFDM symbol given in 3.2.4.2.2.  In cases where cyclic transmit diversity is not employed, the cyclic shift increment is set to zero.
3.2.4.2.2 Inverse Fourier transform
The inverse Fourier transform of the elements of the transmit vectors, 
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, is computed to form the vector of time-domain waveforms that constitute the dedicated MIMO training sequence OFDM symbols, 
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3.2.4.2.3 Concatenation

The concatenation of the 
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 dedicated MIMO training sequence vector OFDM symbols may be written as:


[image: image233.wmf](

)

(

)

Tx

N1

DEDDED,n4 

μs

0

nT

n

tt

-

=

=-

å

rr

.
3.2.5 DATA

The DATA field contains the SERVICE and FEEDBACK fields of the 802.11n PLCP header, the PSDU, TAIL bits, and PAD bits, if needed, as described in the next sections.  The transmitter processing of the DATA field is described in 3.2.5.4.

3.2.5.1 SERVICE and FEEDBACK fields

The 802.11n SERVICE field has 16 bits.  The first seven bits of the SERVICE field, which are transmitted first, are set to zeros and are used to synchronize the descrambler in the receiver.  The FEEDBACK field contains 24 bits.  The SERVICE and FEEDBACK fields are transmitted using the data segment rate and format.

3.2.5.2 TAIL fields 

Each 802.11n PPDU tail bit field shall consist of six zero bits.  The tail bit field shall be appended to the end of the message portion of each spatial stream.  The zeros are required to return the convolutional encoder to the “zero state.”  This procedure improves the error probability of the convolutional decoder, which relies on future bits when decoding and which may be not be available past the end of the message.  The PLCP tail bit fields shall be produced by replacing each of the six scrambled “zero” bits following the message end of each spatial stream with nonscrambled “zero” bits.

The total number of tail bits included in the DATA field is:
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3.2.5.3 PAD fields

The number of coded bits in the DATA field shall be a multiple of NCBPS,TOT.  To achieve the proper duration, the length of the message is extended so that it becomes a multiple of NDBPS,TOT, the total number of data bits per OFDM symbol used.

The number of bits in the DATA field is computed as:
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The number of pad bits, NPAD, is computed as follows:
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where LENGTH[fr] specifies the length (in bytes) of each encapsulated MAC PDU in the PSDU, and fr is the index that goes from one to the number of MAC PDUs in the PSDU.

The appended bits (“pad bits”) are set to zero and are subsequently scrambled with the rest of the bits in the DATA field.

3.2.5.4 Transmitter

A simplified reference configuration of the physical layer transmitter is shown in Figure 3‑3.  A detailed description of each block of the transmission configuration is provided in the sections that follow.  
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Figure 3‑3: Reference configuration

3.2.5.4.1 Scrambler

The DATA field, composed of SERVICE, PSDU, tail, and pad parts, shall be scrambled with a length-127 frame-synchronous scrambler, as described in section 17.3.5.4 of Std 802.11-1999 (Reaff 2003).  Following the scrambling operation, the scrambled tail bits in the bit stream shall be replaced with zeros.

3.2.5.4.2 Convolutional encoder 

The NS scrambled bit streams are encoded independently for each stream, and the encoding per stream is identical to that described in section 17.3.5.5 of Std 802.11-1999 (Reaff 2003).  The base code is a rate-½, constraint length 7 convolutional code.  The generators in octal form are 133 and 171.  Decoding by the Viterbi algorithm is recommended.

3.2.5.4.3 Puncturing

The bits at the output of the encoder have been encoded at rate R=1/2.  Higher rates are derived from it by employing puncturing, which is a procedure for omitting some of the encoded bits in the transmitter and inserting a dummy “zero” metric into the convolutional decoder on the receive side in place of the omitted bits.  

Each of the NS encoded bit streams is punctured independently.  Spatial stream n is punctured according to its data rate, 
[image: image238.wmf]()
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.  The puncturing patterns are illustrated in Table 3‑4. 

Once the encoded bits have been punctured, each spatial stream of encoded and punctured bits is passed to the interleaver.  

	Rate
	Puncturing Pattern

	7/12
	11111110111110

	5/8
	1110111011

	2/3
	1110

	3/4
	111001

	5/6
	1110011001

	7/8
	11101010011001


Table 3‑4: Puncturing Patterns
3.2.5.4.4 Data interleaving

After puncturing, the NS encoded bit streams are interleaved independently.  All encoded data bits shall be interleaved by a block interleaver with a block size corresponding to the number of bits in a single OFDM symbol for the spatial stream.  The interleaver is defined by a two-step permutation. The first permutation ensures that adjacent coded bits are mapped onto nonadjacent subcarriers. The second ensures that adjacent coded bits are mapped alternately onto less and more significant bits of the constellation and, thereby, long runs of low reliability (LSB) bits are avoided.  

The interleaver described below is generalized from the interleaver defined in section 17.3.5.6 of IEEE Std 802.11-1999 (Reaff 2003), to include independent interleaving for multiple spatial streams, and expanded OFDM symbols.  When the standard OFDM symbol is used, the interleaver defaults to the interleaver defined in section 17.3.5.6 of the IEEE Std 802.11-1999 (Reaff 2003).

The following indices are used:

· k shall denote the index of the coded bit before the first permutation,

· i shall be the index after the first and before the second permutation, and

· j shall be the index after the second permutation.

The block size of the interleaver for spatial stream n is NCBPS(n). 

The first permutation for spatial stream n is defined by the rule:
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where N=16 when the standard OFDM symbol is used and N=13 when the expanded OFDM symbol is used.  The function floor (.) denotes the largest integer not exceeding the parameter.

The second permutation for spatial stream n is defined by the rule:


[image: image240.wmf](

)

(

)

(

)

(

)

(

)

(

)

CBPSCBPSCBPS

 = floor+  + N - floorNN mod , = 0,1,, N

- 1

jsisininsin

´´

K

.

The value of s is determined by the number of coded bits per subcarrier on stream n, NBPSC(n), according to:
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The deinterleaver, which performs the inverse relation, is also defined by two permutations.

Deinterleaving is performed independently for each of the NS streams.  The deinterleaver, which performs the inverse operation of the interleaver, is also defined by two permutations.  The following indices are used:

· j shall be the index of the original received bit before the first permutation of the deinterleaver,

· i shall be the index after the first and before the second permutation, and 
· k shall denote the index after the second permutation, just prior to delivering the coded bits to the convolutional (Viterbi) decoder.

The first permutation of the deinterleaver for spatial stream n is defined by the rule
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where s is as defined above.  This permutation is the inverse of the second permutation described above for the interleaver.

The second permutation of the deinterleaver for spatial stream n is defined by the rule
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This permutation is the inverse of the first permutation described above for the interleaver.
3.2.5.4.5 Subcarrier modulation mapping

The OFDM subcarriers of each spatial stream shall be modulated by using BPSK, QPSK, 16-QAM, 64-QAM, or 256-QAM, depending on the data rate on the spatial stream.  The encoded and interleaved binary serial input data shall be divided into groups of NBPSC(n) bits and converted into complex numbers representing BPSK, QPSK, 16-QAM, 64-QAM, or 256-QAM constellation points.  NBPSC(n) can have values of 1, 2, 4, 6, or 8.  The conversion shall be performed according to Gray-coded constellation mappings.

Table 3‑6 through Table 3‑10 illustrate encoding from the bits to the in-phase (
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) values of the complex-valued modulation symbol for all constellations, with the input bit 
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The output values of the modulation mapping form an 
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-vector of complex values, 
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is the output of the modulation mapping function for subcarrier l of the n-th OFDM symbol, and
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The data subcarrier index l takes on values 
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 for the standard OFDM symbol and 
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 for the expanded OFDM symbol.  The normalization factor, KMOD, depends on the modulation, as prescribed in Table 3‑5.

	Modulation
	KMOD

	BPSK
	1

	QPSK
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	16-QAM
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	64-QAM
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	256-QAM
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Table 3‑5: Modulation-dependent normalization factor, KMOD
The modulation remains constant for all subcarriers on a spatial stream but may be different for the spatial streams.  The purpose of the normalization factor is to achieve the same average power for all constellations.  In practical implementations, an approximate value of the normalization factor can be used as long as the device conforms with the modulation accuracy requirements described in section 17.3.9.6 of the IEEE Std 802.11-1999 (Reaff 2003).
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	0
	-1
	0

	1
	1
	0


Table 3‑6: BPSK Symbol Mapping
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	0
	-1
	0
	-1

	1
	1
	1
	1


Table 3‑7: QPSK Symbol Mapping
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	00
	-3
	00
	-3

	01
	-1
	01
	-1

	11
	1
	11
	1

	10
	3
	10
	3


Table 3‑8: 16-QAM Symbol Mapping
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	000
	-7
	000
	-7

	001
	-5
	001
	-5

	011
	-3
	011
	-3

	010
	-1
	010
	-1

	110
	1
	110
	1

	111
	3
	111
	3

	101
	5
	101
	5

	100
	7
	100
	7


Table 3‑9: 64-QAM Symbol Mapping
	
[image: image275.wmf]0123

cccc


	
[image: image276.wmf]I


	
[image: image277.wmf]4567

cccc


	
[image: image278.wmf]Q



	0000
	-15
	0000
	-15

	0001
	-13
	0001
	-13

	0011
	-11
	0011
	-11

	0010
	-9
	0010
	-9

	0110
	-7
	0110
	-7

	0111
	-5
	0111
	-5

	0101
	-3
	0101
	-3

	0100
	-1
	0100
	-1

	1100
	1
	1100
	1

	1101
	3
	1101
	3

	1111
	5
	1111
	5

	1110
	7
	1110
	7

	1010
	9
	1010
	9

	1011
	11
	1011
	11

	1001
	13
	1001
	13

	1000
	15
	1000
	15


Table 3‑10: 256-QAM Symbol Mapping
3.2.5.4.6 SPROC weights calculation: data subcarriers

The spatial processing (SPROC) weights determination block computes the matrix of weights used by the SPROC for each data subcarrier to process the vector of complex-valued modulation symbols,
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, is dependent upon the transmission mode employed (ES or SS) and the subcarrier, but remains constant from one OFDM symbol to the next

3.2.5.4.6.1 Eigenvector Steering transmission mode

STAs transmitting DATA frames using Eigenvector Steering shall have completed calibration and have a current set of calibration matrices.
In Eigenvector Steering (ES) mode, the transmitter computes a matrix of 
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 steering vectors for each data subcarrier, which will allow each of the 
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 spatial streams of modulation symbols to be transmitted on one of the available 
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 wideband channel eigenmodes.  If optimum steering vectors are used at the transmitter, and appropriate receiver processing is employed, the 
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 spatial streams of modulation symbols can be separated at the receiver with little or no degradation from crosstalk between the spatial streams. If the transmitter has complete knowledge of the channel that it is transmitting over, it can compute the optimum transmit steering vectors by performing a singular value decomposition (SVD), or similar procedure, on the channel matrix, 
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The singular value decomposition (SVD) of each 
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where 
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 are unitary matrices containing left and right singular vectors, respectively, of 
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 is a diagonal matrix of singular values of 
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 are sorted in the order of decreasing corresponding singular values.  The first column of 
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 and called the principal eigenvector. 

In practice, the transmitter does not have complete knowledge of the channel, so it must compute transmit steering vectors based on observations of training sequences transmitted by the corresponding STA.  

A receiving STA may use the MIMO OFDM Training Sequence sent by the transmitting STA to form an estimate of the channel matrix. The MIMO OFDM Training Sequence may be a dedicated MIMO training sequence (see 3.2.4) in a STA PPDU transmission, or a common MIMO training sequence (see 3.3.4) in a SCHED PPDU transmission from the AP.  The receiving STA may then calculate its transmit steering vectors using singular value decomposition or a similar procedure.

A STA that receives the Steered MIMO OFDM Training Sequence as a dedicated MIMO training sequence may use it to calculate a set of transmit steering vectors for return transmission to the corresponding STA. 
Under normal operation in a BSS, the AP transmits the common MIMO training sequence at the beginning of the SCAP or other appropriate times.  STAs receive the common MIMO training sequence from the AP and use it to compute a channel estimate.  The STA then computes a set of transmit steering vectors using SVD and uses these transmit steering vectors to transmit in ES mode back to the AP.  The ES PPDU includes a Steered MIMO OFDM Training Sequence transmitted as a dedicated MIMO training sequence.  When the AP receives the ES DATA frame, it uses the included Steered MIMO OFDM Training Sequence to calculate a set of transmit steering vectors for transmissions back to the STA.

For more details on the operation of MIMO training sequences, channel estimation using MIMO training sequences, and transmission in ES mode, see A.1 and following sections.

In the following description of ES transmission, we assume that estimates of the transmit steering vectors associated with the right singular vectors,
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, of the channel to be transmitted over are available to the transmitter, computed by one of the methods described above.
The matrix of weights used in the spatial processor is obtained by: 
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 is the calibration matrix for data subcarrier l, as described in 3.1.5.
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 is the number of transmit antennas,
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 is the number of spatial streams, and

· l is the data subcarrier index, which maps to subcarrier frequency as described in  3.2.5.4.9.3 for the standard and expanded OFDM symbols.

3.2.5.4.6.2 SS transmission mode

Each subcarrier is assigned a transmission matrix based on the number of transmit antennas, N.  The matrix of weights used in the spatial processor is: 
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 columns of the spreading matrix V shown in Table 3‑11 for 
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· l is the data subcarrier index, which maps to subcarrier frequency as described in  3.2.5.4.9.3 for the standard and expanded OFDM symbols.
	Number of transmit antennas, N
	Spreading matrix, V
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Table 3‑11: Spreading matrices
3.2.5.4.7 SPROC weights calculation: pilot subcarriers

In this section, the index l denotes the pilot subcarriers of the OFDM symbol.  Both standard and expanded OFDM symbols have four pilot subcarriers. 

3.2.5.4.7.1 Eigenvector steering transmission mode

When the Eigenvector Steering transmission mode is employed, the pilot subcarriers are transmitted using the principal eigenmode, corresponding to the first column of the steering matrix,
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, discussed in 3.2.5.4.6.1, and denoted 
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.  Consequently, the SPROC weights matrix is:
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for pilot subcarrier indices l = 0, 1, 2 of the OFDM symbol.  The SPROC weights matrix is 
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for pilot subcarrier index l = 3.

3.2.5.4.7.2 SS transmission mode

When transmitting in Spatial Spreading mode, each pilot is transmitted using the spreading vector 
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, corresponding to the first column of the spreading matrix, V, shown in Table 3‑11 as a function of the number of transmit antennas, 
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for pilot subcarrier indices l = 0, 1, 2 of the standard OFDM symbol.  The SPROC weights matrix is 
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for pilot subcarrier index l = 3. 

3.2.5.4.8 Spatial processing

The spatial processor (SPROC) performs spatial processing on modulation symbols of the data subcarriers and pilot subcarriers.  The input to the SPROC is an 
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-vector of complex-valued modulation symbols, 
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, for each subcarrier, l and OFDM symbol, n .  The output of the SPROC is an 
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, of complex numbers for each subcarrier and OFDM symbol.  The k-th element of 
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 is transmitted on antenna k.
3.2.5.4.8.1 Data subcarriers

The vector of spatially-processed data symbols may be expressed as
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 is the matrix of transmit weights, as discussed in 3.2.5.4.6.1 for the ES transmission mode and 3.2.5.4.6.2 for the SS transmission mode,
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 modulation symbols, one for each of the 
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-vector of spatially-processed symbols at the output of the SPROC, and
· l is the data subcarrier index, which maps to subcarrier frequency as described in  3.2.5.4.9.3 for the standard and expanded OFDM symbols.

3.2.5.4.8.2 Pilot subcarriers

The polarity of the pilot subcarriers is controlled by the sequence 
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, which is a cyclic extension of the 127 element sequence and is given in Table B‑11.  Each sequence element is used for one OFDM symbol.  The first element, 
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, multiplies the pilot subcarriers of the first SIGNAL symbol, SIGNAL1, while the elements from 
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 on are used for the subsequent OFDM symbols in the DATA frame.

The transmitter shall re-initialize the pilot sequence on every frame transmission.  Thus, n is equivalent to the OFDM symbol number within the PHY burst modulo 127.  The pilot sequence shown in Table B‑11 can also be generated using the data scrambling polynomial, 
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The spatial processing on the pilot subcarriers of the n-th OFDM symbol shall be as follows:
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 is the matrix of SPROC weights, as discussed in 3.2.5.4.7.1 for ES transmission mode and 3.2.5.4.7.2 for SS transmission mode,

· 
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 is the BPSK pilot symbol shown in Table B‑11 and described above, and 

· 
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-vector of spatially-processed pilot symbols at the output of the SPROC, one symbol for each of the 
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 transmit antennas,

· l is the pilot subcarrier index, which maps to subcarrier frequency as described in  3.2.5.4.9.3.
3.2.5.4.9 OFDM modulation

3.2.5.4.9.1 Data subcarriers

The value of the modulation symbol of data subcarrier l transmitted on antenna k in OFDM symbol n is the k-th element of the vector 
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 defined in 3.2.5.4.8.1:
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3.2.5.4.9.2 Pilot subcarriers

The value of the modulation symbol of pilot subcarrier l transmitted on antenna k in OFDM symbol n is the k-th element of the vector 
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 defined in 3.2.5.4.8.2:
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3.2.5.4.9.3 OFDM symbols

3.2.5.4.9.3.1 Cyclic transmit diversity

OFDM symbols transmitted in the DATA frame may undergo a cyclic shift of 
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  seconds, where k is the transmit antenna index, 
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 is the cyclic shift increment.  This cyclic shift is reflected in the definition of the OFDM symbol given in 3.2.5.4.9.3.2. In cases where cyclic transmit diversity is not employed, the cyclic shift increment is set to zero.

Note:  When performing calibration, cyclic transmit diversity and identical cyclic shift processing at each receive antenna should be applied during the exchange of reference symbols required for calibration.  Otherwise, the calibration procedure will remove the transmit cyclic shift.   In addition, any STA or AP that has performed calibration and is employing cyclic transmit diversity should apply the identical cyclic shift processing at each receive antenna.

3.2.5.4.9.3.2 Inverse Fourier Transform
The n-th vector OFDM symbol, 
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 which are the OFDM sysmbols transmitted on antenna k:
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where 

· 
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 when the standard guard interval of duration 0.8 μs is used, 
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· 
[image: image366.wmf](

)

4 

μs

1,04

μs

0,otherwise

t

wt

£<

ì

=

í

î

 , and
· 
[image: image367.wmf](

)

3.6 

μs

1,03.6

μs

0,otherwise

t

wt

£<

ì

=

í

î


· TGI = 0.8 μs  when the standard guard interval is used, and TGI = 0.4 μs when the shortened guard interval is used.

· MSD(l)=MSD,S(l) when the standard OFDM symbol is used, and MSD(l)= MSD,E(l) when the expanded OFDM symbol is used.  
· The function MSD,S(l) is defined as:
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and performs a mapping from the logical subcarrier indices 0 to 47 into data frequency offset indices -26 to 26.  
· The function MSD, E(l) is defined as
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and performs a mapping from the logical subcarrier indices 0 to 51 into data frequency offset indices -28 to 28;

· the function MSP(l) provides a mapping from the logical subcarrier indices 0 to 3 into pilot frequency offset indices –21, -7, 7, and 21, and is defined as:

[image: image370.wmf](

)

SP

210

71

72

213

l

l

Ml

l

l

-=

ì

ï

-=

ï

=

í

=

ï

ï

=

î


The 0-th (DC) subcarrier is skipped.

3.2.5.4.9.4 Concatenation

The concatenation of the NSYM vector OFDM symbols may be written as:
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The elements of the vector 
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 are the time waveforms associated with the data portion of the DATA frame on the individual transmit antennas.

3.3 SCHED frame processing

3.3.1 PPDU format of SCHED frame

All control frames use standard OFDM symbols and the standard guard interval.  Thus, in this section, unless otherwise noted, the term OFDM symbol refers to standard OFDM symbol.  Furthermore, there is a single spatial stream on all control frames (
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).

The 802.11n SCHED frame consists of the 802.11n PLCP preamble, the SIGNAL field of the 802.11n PLCP header, the common MIMO training sequence, and a data portion.  Figure 3‑4 shows the structure of the 802.11n SCHED PPDU.  The 802.11n PLCP preamble is transmitted first, followed by the SIGNAL field of the 802.11n PLCP header.  The SIGNAL field consists of SIGNAL1 and SIGNAL2 fields.  The common MIMO training sequence may consist of zero, two, three, or four MIMO OFDM training symbols and is transmitted next.  (Each MIMO OFDM training symbol is one standard or expanded OFDM symbol with a standard guard interval).
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Figure 3‑4: 802.11n SCHED PPDU

The DATA field of the PPDU includes the MAC header and the CTRL fields.  The MAC header consists of 120 bits and is jointly encoded with CTRL0.  There may be up to four CTRL fields, denoted CTRL0, CTRL1, CTRL2, and CTRL3, each of which includes tail bits and may include pad bits.  The MAC header and each of the CTRL fields are all processed independently.
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Figure 3‑5: DATA field of the 802.11n SCHED frame

3.3.1.1 SCHED frame data rates

3.3.1.1.1 MAC header data rates

A single data rate, achieved with rate-½ convolutional coding and BSPK modulation, is available on the MAC header field, as shown in Table 3‑12.  The MAC header field is transmitted using the spatial spreading transmission mode.

	Data rate (Mbps)
	Code Rate
	Modulation

	6
	1/2
	BPSK


Table 3‑12: MAC header data rate

3.3.1.1.2 CTRL  data rates

Each CTRL field must contain an integer number of OFDM symbols.  The length of each CTRL field is communicated in the MAC header field of the SCHED frame.

Each of the four possible CTRL fields operates at a distinct data rate, as shown in Table 3‑13.  The SS transmission mode is used on each subchannel.

	CTRL Field
	Data rate (Mbps)
	Code Rate
	Modulation

	CTRL0
	6
	1/2
	BPSK

	CTRL1
	12
	1/2
	QPSK

	CTRL2
	18
	3/4
	QPSK

	CTRL3
	24
	1/2
	16-QAM


Table 3‑13: CTRL data rates
3.3.2 802.11n PLCP preamble

The 802.11n PLCP preamble is transmitted according to the procedure specified in 3.2.2.

3.3.3 SIGNAL field

The two standard OFDM symbols with standard guard intervals that make up the SIGNAL field are transmitted according to 3.2.3.

3.3.4 Common MIMO training sequence

The common MIMO training sequence of the SCHED frame is transmitted in the spatial spreading transmission mode, as described in 3.2.4 for the SS mode.  The common MIMO training sequence is always transmitted and is 
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 standard or expanded OFDM symbols with a standard guard interval, when 
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, the common MIMO training sequence is not transmitted.

3.3.5 DATA field

3.3.5.1 Transmitter

The MAC header and each of the CTRL fields of the SCHED frame are processed independently. The standard OFDM symbols that constitute these fields include data subcarriers and pilot subcarriers.  Prior to transmission, the number of OFDM symbols that make up each of the fields is determined.  The MAC header field duration is fixed at 5 OFDM symbols while the duration of each CTRL field may vary.  All OFDM symbols use the standard guard interval.

The CTRL0 field data is appended to the MAC header field.  This data is 

· scrambled and appended with six tail bits, as discussed in 3.2.5.4.1,  

· encoded with a rate-1/2 convolutional code, as described in 3.2.5.4.2,

· interleaved, as described in section 3.2.5.4.4, and,

· BPSK modulated according to the process in section 3.2.5.4.5.

The data is transmitted in SS mode and the corresponding SPROC weights are determined according to the procedure discussed in section 3.2.5.4.6.2 for data subcarriers and section 3.2.5.4.7.2 for pilot subcarriers.  The spatial processing is performed as discussed in section 3.2.5.4.8.1 for data subcarriers and section 3.2.5.4.8.2 for pilot subcarriers of a standard OFDM symbol.  The pilot sequence is initialized at the start of the SIGNAL field.  The OFDM symbol is formed according to the procedure outlined in 3.2.5.4.9 for standard OFDM symbols with a standard guard interval.

The CTRL fields are transmitted in order of lowest rate to highest rate.  However, all four fields are not required to be used, and thus, all data rates might not be utilized.  The transmission procedure for the CTRL fields, which include data subcarriers and pilot subcarriers, is similar to that of the MAC header fields.  The following transmission process is performed on each CTRL field independently. 

The data the remaining CTRL fields (CTRL1, CTRL2, CTRL3) is 

· scrambled and appended with six tail bits, as discussed in 3.2.5.4.1,  

· appended with padding bits to ensure an integer number of OFDM symbols,

· encoded with a rate-1/2 convolutional code, as described in 3.2.5.4.2,

· punctured, when necessary, to obtain the corresponding code rate, as discussed in 3.2.5.4.3,

· interleaved, as described in section 3.2.5.4.4, and,

· modulated according to the process in section 3.2.5.4.5.

The data is transmitted in SS mode and the corresponding SPROC weights are determined according to the procedure discussed in section 3.2.5.4.6 for data subcarriers and section 3.2.5.4.7 for pilot subcarriers.  The spatial processing is performed according to the discussion in section 3.2.5.4.8 for standard OFDM symbols.  The pilot sequence is not re-initialized, but rather continues on from the MAC header and through all the CTRL fields.  The OFDM symbol is formed according to the procedure outlined in 3.2.5.4.9.

3.4 FRACH frame processing

3.4.1 PPDU format of FRACH frame

The FRACH PPDU is transmitted in the FRACH period of the 802.11n scheduled access period (SCAP).  The FRACH may only be transmitted by a STA on an FRACH slot using the spatial spreading transmission mode.  The FRACH is composed of standard OFDM symbols with a standard guard interval.

The FRACH PPDU consists of the 802.11n PLCP preamble and the SIGNAL field of the 802.11n PLCP header, as shown in Figure 3‑6.  The SIGNAL field consists of SIGNAL1 and SIGNAL2 fields, as shown in the figure.
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Figure 3‑6: 802.11n FRACH PPDU

3.4.1.1 FRACH data rate

A single data rate is available on the SIGNAL field of the FRACH PPDU, as shown in Table 3‑14.  The transmission mode used to transmit the SIGNAL field is spatial spreading.  

	Data rate (Mbps)
	Code Rate
	Modulation

	6
	1/2
	BPSK


Table 3‑14: FRACH Data rate
3.4.2 PLCP preamble

The 802.11n PLCP preamble is transmitted according to the procedure specified in  3.2.2.

3.4.3 SIGNAL field

The SIGNAL1 and SIGNAL2 fields are encoded independently, as described in 3.2.3.

3.5 CAL Frame Processing

3.5.1 PPDU Format of CAL Frame

The CAL frame is a management frame that is transmitted during the calibration procedure to convey a MIMO calibration training sequence.  A STA receiving a CAL frame shall use the MIMO calibration training sequence to calculate an estimate of the channel that the CAL frame was transmitted over.  The resulting channel estimate is used as part of the calibration procedure.
The CAL frame consists of the 802.11n PLCP preamble, the SIGNAL field of the 802.11n PLCP header, and the  MIMO calibration training sequence, as shown in Figure 3‑7.

[image: image380.emf]PLCP Preamble

16 µsec

SIGNAL1

1 OFDM Symbol

SIGNAL2

1 OFDM Symbol

MIMO Calibration Training 

Sequence

1–8 OFDM Symbols


Figure 3‑7:  CAL frame format:
3.5.2 802.11n PLCP preamble

The 802.11n PLCP preamble is transmitted according to the procedure specified in 3.2.2.

3.5.3 SIGNAL field

The two standard OFDM symbols with standard guard intervals that make up the SIGNAL field are transmitted according to 3.2.3.

3.5.4 MIMO Calibration Training Sequence

The MIMO calibration training sequence consists of 
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 OFDM symbols, which can have 4, 16, 52, or 56 non-zero subcarriers, as shown in Table 2‑5.  
3.5.4.1 Transmit vector calculation

In generating the MIMO calibration training sequence, a vector of complex values must be computed for each non-zero OFDM subcarrier.  Each element of these vectors is associated with a specific transmit antenna.  

The transmit vector for subcarrier 
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 of the n-th OFDM symbol of the MIMO calibration training sequence may be expressed as 
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 are the MIMO calibration training sequences for four subcarriers, 16 subcarriers, 52 subcarriers, and 56 subcarriers, respectively
· The sequence 
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 is given in Table B‑10.
· The sequence 
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 is given in Table B‑9.
· The sequence 
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 is the same as the Standard MIMO training sequence for antenna 0, and is given in Table B‑1.
· The sequence 
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 is the same as the Expanded MIMO training sequence for antenna 0, and is given in Table B‑5
· 
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 is the n-th column of the orthogonal cover matrix, 
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3.5.4.2 OFDM Symbols

3.5.4.2.1 Cyclic transmit diversity

OFDM symbols transmitted in the CAL frame may undergo a cyclic shift of 
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  seconds, where k is the transmit antenna index, 
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 is the cyclic shift increment.  This cyclic shift is reflected in the definition of the OFDM symbol given in 3.2.5.4.9.3.2. In cases where cyclic transmit diversity is not employed, the cyclic shift increment is set to zero.

When performing calibration, cyclic transmit diversity and identical cyclic shift processing at each receive antenna should be applied during the exchange of reference symbols required for calibration.  Otherwise, the calibration procedure will remove the transmit cyclic shift.   In addition, any STA or AP that has performed calibration and is employing cyclic transmit diversity should apply the identical cyclic shift processing at each receive antenna.

3.5.4.2.2 Inverse Fourier transform
The inverse Fourier transform of the elements of the transmit vectors, 
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, is computed to form the vector of time-domain waveforms that constitute the dedicated MIMO training sequence OFDM symbols, 
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, is the OFDM symbol transmitted on antenna k, and is given by  
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 is the guard interval, or cyclic prefix length, and
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 is the set of indices for the non-zero OFDM subcarriers: 
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  is the cyclic transmit diversity increment, which may have a value of 50 ns, or 0.
3.5.4.3 Concatenation

The concatenation of the 
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 MIMO calibration training sequence vector OFDM symbols may be written as:
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Appendix A: PHY Principles of Operation

The physical layer design proposed by QUALCOMM provides substantially enhanced throughput and range performance for 802.11 operation by introducing two modes of spatial processing in cases where there are multiple antennas available at two STAs that are communicating with each other.  These two modes of operation are referred to as Spatial Spreading (SS) and Eigenvector Steering (ES).  

Eigenvector Steering is used in cases where the transmitting STA has sufficient information about the channel to compute optimum transmit steering vectors.   

Spatial Spreading is used in cases where the transmitting STA is not presumed to have sufficient information to compute optimum steering vectors.   This can happen for a variety of reasons, including poor channel estimates or lack of calibration.  Also, Eigenvector Steering is not applicable for broadcast and multicast transmission, so Spatial Spreading is always used in these cases.

A.1 Eigenvector Steering

The Eigenvector Steering operation described in this proposal is made possible by the inherent reciprocity of the TDD channel.  To operate in ES mode, the transmitting station must have a good estimate of the optimum transmit steering vectors for the channel on which it is transmitting.  This is obtained through the exchange of two types of training sequences, which allow a STA to calculate steering vectors for the channel over which it receives the vectors.  Due to the reciprocity of the TDD channel, the receiving STA can then calculate transmit steering vectors as well.

When a STA uses transmit steering vectors obtained from eigen-analysis of the channel over which it is transmitting, the receiver computes a corresponding set of optimum receive steering vectors, obtained either by calculating a spatial matched filter, or by similar eigen-analysis.  The resulting steering vectors render the transmitted spatially multiplexed data streams orthogonal at the receiver, allowing the transmission of multiple data streams in parallel, thus greatly increasing the potential capacity of the channel.

A.2 Channel Eigen-mode Decomposition

The optimum transmit and receive steering vectors can be found through either singular value decomposition (SVD) or eigen-value decomposition.   Consider a simple narrow-band MIMO channel comprised of 
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 whose elements represent the complex gains of the channel coupling between individual transmit and receive antennas.  The channel matrix 
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 can be diagonalized by means of the singular value decomposition, which can be expressed as 
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The notation 
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 denotes the conjugate transpose of the matrix 
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The singular value decomposition of 
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 is closely related to the eigenvalue decomposition of the Hermitian matrices 
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When the columns of 
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 parallel channels can be synthesized as follows.  When transmitting a vector of modulation symbols, 
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, the transmitted signal vector is 
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where 
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is a noise vector.   Processing this received vector with the matrix of left singular vectors results in an estimate of the transmitted modulation symbol vector:
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The advantage of this approach is that 
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 is diagonal so that there is no crosstalk between the symbols in the estimate at the receiver.

Another way to view the optimum receive filter is as a spatial matched filter:
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which accomplishes the same result as using 
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, with a different weighting on the streams.   The receive spatial matched filter has the additional advantage that it is easily estimated from received training sequences, as described below.  Use of the received spatial matched filter, with additional normalization by 
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 yields the following estimate of the transmitted vector of modulation symbols, 
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By using the transmit and receive steering vectors that arise out of the singular value decomposition or eigenvalue decomposition as described here, we create a set of 
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 virtual channels, which in this simple construction can be viewed as independent, parallel additive white Gaussian noise channels.  In the following discussion, these virtual channels are referred to as eigenmodes.  Each of the 
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 eigenmodes is associated with one of the ordered set of left singular vectors, right singular vectors, and singular values of the channel.
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.  Also, the autocovariance matrix of the received signal is 
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and it follows that the received signal power at receive antenna n is 
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As a result, the post-detection SNRs (at the output of the received matched filter) of the individual eigen-modes, are given by
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where 
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 is the i-th eigenvalue.  The eigenvalues represent the array gain relative to input SNR that results from the transmit and receive steering the steering matrices described above.

A.3 Statistics of Eigenvalues

Since, as demonstrated above, the channel eigenvalues determine the post-detection SNR that would be observed by a decoder, for example, it is important to understand the statistics of the eigenvalues in order to understand performance.  It is particularly useful to consider the statistics of the ordered set of eigenvalues of the channel, where 
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.   The largest eigenvalue is sometimes referred to as the principal eigenvalue, and the associated eigenmode is sometimes referred to as the principal eigenmode.

The simplest channel to consider is a channel matrix whose elements are independent, identically distributed (i.i.d.) complex Gaussian random variables with unit variance.  There are a couple of simple, well known properties of the channel matrix.  First is that the sum of the eigenvalues is equal to the Frobenius norm of the channel matrix (the sum of the magnitude squared of the individual elements).  Thus for the i.i.d. complex Gaussian model, the sum of the eigenvalues has a chi-square distribution with 
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 degrees of freedom.  Second is that for the case where 
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 i.i.d. Gaussian channel has a Rayleigh distribution.  The larger ordered eigenvalues of the square i.i.d. Gaussian channel have increasingly narrow distributions, providing increasingly reliable communication, as is illustrated in Figure 3‑8 and Figure 3‑9.

A.4 Wideband Eigenmodes

Now consider a wideband channel that can be characterized at discrete frequencies 
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 is chosen to be much less than the coherence bandwidth of the channel, so that 
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 can be considered to be a flat-fading channel.  As described above, this channel matrix can be expressed in a singular value decomposition as 
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where 
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 are the matrices of left and right singular vectors of the channel at frequency 
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 is the diagonal matrix of singular values of the channel at that frequency:



[image: image493.wmf]011

()diag(),(),()

m

N

lll

-

éù

=

ëû

D

lllLl

.


[image: image494]
Figure 3‑8:  Eigenvalue distributions for a 2x2 i.i.d. complex Gaussian channel

We can synthesize a set of 
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 wideband eigenmodes consisting of the eigenmodes associated with an eigenvalue of a specific rank across the entire set of frequencies 
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.  Thus the principal wideband eigenmode consists of the collection of principal eigenmodes at each frequency 
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The resulting wideband eigenmodes exhibit interesting properties that make them particularly suitable for communicating over frequency selective channels, and that reflect the underlying statistics of the individual single-frequency eigenmodes.   The most important of these is that the largest wideband eigenmodes exhibit relatively little frequency selectivity, while the smallest tends to reflect the frequency selectivity of the underlying channel.  These observations are illustrated in Figure 3‑10 and Figure 3‑11, which show wideband eigenmodes for a single realization of TGn channel model B and channel model E for a 4x4 MIMO channel.  
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Figure 3‑9:  Eigenvalue distributions for a 4x4 i.i.d. complex Gaussian channel

A.5 Calibration and the TDD Reciprocal Channel

In order to consider the operation of a TDD MIMO OFDM system in conjunction with the techniques discussed above for synthesizing wideband eigenmodes through transmit and receive steering, it is necessary to first consider the need to ensure that the over-the-air reciprocity of the TDD channel is preserved in the observed, baseband-to-baseband TDD channel.  Reciprocity is critical in the functioning of these systems because it provides efficient means for a STA to learn the transfer function of the channel over which it will transmit.

In order to ensure that the baseband-to-baseband channel seen by the spatial processing engines is reciprocal, it is necessary to calibrate the STA radio to remove the differences in phase and amplitude response in the transmit and receive chains.

The reciprocity of the over-the-air TDD MIMO channel can be expressed as a transpose relationship between the channel response matrices associated with forward and reverse channels between two STAs.  Consider, for example, STA A and STA B, where station B is an access point, so we will refer to the channel over which STA A transmits as the reverse link, and the channel over which STA B transmits as the forward link.  Thus we will define the following two gain matrices for the over-the-air channels:

· 
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:  forward link gain matrix at frequency 
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Figure 3‑10:  Wideband eigenmodes for a single realization of TGn channel model B for a 4x4 MIMO channel in 20 MHz

The reciprocal relationship between these two channels is expressed as:
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The observed channels, however, are effected by the amplitude and phase responses of the transmit and receive chains.   Assuming good isolation, these can be expressed as diagonal matrices with complex valued diagonal entries, of the form 
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[image: image509]
Figure 3‑11:  Wideband eigenmodes for a single realization of TGn channel model E for a 4x4 MIMO channel in 20 MHz

The resulting observed channels are not, in general, reciprocal.  However, through a simple channel sounding procedure that involves an exchange of training sequences, calibration matrices can be calculated that are applied on transmit to restore reciprocity.   The resulting calibration is quite stable and needs to be updated infrequently, typically on association.

The object of the procedure is to compute calibration matrices 
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 that restore reciprocity such that
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Calibration matrices that will satisfy this relationship are given by:
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A simple procedure for estimating these matrices is as follows:

· STA B transmits a training sequence that allows a receiving STA A to estimate the channel matrices 
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.

· STA A transmits a training sequence that allows STA B to estimate the channel matrices 
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· The previous two steps must occur over a sufficiently short time interval that the channel does not change over the interval.

· STA A computes an estimate of 
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· STA B computes an estimate of 
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· STA B sends the quantized estimates of 
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· STA A uses the estimates of 
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· STA A sends the quantized calibration matrix 
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 to STA B.

· STA A and STA B now have calibration matrices.

A.6 Wideband Eigenmodes and the MIMO TDD Channel 

In the following discussion, we assume that the STAs involved have been calibrated, so that that channel matrices satisfy the transpose relationship of reciprocal channels: 
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Consider again the case where STA A is a client and STA B is an AP.  The SVD of the reverse link channel is:
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The transmit steering matrix used by STA A is
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and the receive matched filter used by STA B is 
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The SVD of the forward link channel is
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and the forward link transmit steering matrix is 
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Thus the received matched filter at STA B is 
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, and the transmit steering matrix at STA B is 
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.   Clearly if STA B knows the receive matched filter, 
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, it can directly find its transmit steering matrix by normalizing and transposing. 

As a result of this simple relationship, it is only necessary for STA A to compute its transmit steering matrix through an SVD calculation.   STA A sends training sequences, as discussed below, which allow STA B to estimate its receive matched filter and find its transmit steering matrix by normalizing the receive matched filter matrix.

A.7 Channel Estimation for Wideband Eigenmodes

Two kinds of training sequences are required to support use of Wideband Eigenmodes, which are referred to as 

· MIMO Training Sequence, and

· Steered MIMO Training Sequence

The MIMO Training Sequence allows a receiving STA to estimate the channel over which the training sequence was transmitted.  The Steered MIMO Training Sequence allows a receiving station to directly estimate receive steering vectors and transmit steering vectors without the intermediate steps of estimating the channel and performing an SVD calculation.

The following notation is used in this discussion:

· 
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 is a diagonal matrix of pseudo-random sequences across OFDM subcarriers.   Each sequence is chosen to minimize the peak-to-average power ratio (PAPR) of the OFDM symbol that results from computing the inverse FFT of the sequence.  The specific sequences used for standard and expanded OFDM symbols are given in Table B‑1 – Table B‑8.
· 
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 is a vector of length 
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 orthonormal sequences,  such as Hadamard or Fourier sequences.  These vectors are columns of orthogonal Hadamard or Fourier matrices.

· 
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 is a  diagonal matrix of frequency-dependent phase shifts representing the frequency-domain effect of cyclic transmit diversity.  The incremental cyclic delay is 
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, and 
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 is the length of the inverse FFT.

The orthonormal vector sequences, 
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, are used to establish orthogonality among spatial channels for the purpose of estimating all the paths in the matrix channel while still utilizing all available transmit power from all transmit antennas.   Simpler methods of establishing orthogonality, such as transmitting a training sequence from each transmit antenna in a separate time slot, waste available power and result in an unnecessarily poor channel estimate.

Cyclic transmit diversity, represented by the phase shift matrices, 
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, serves the purpose of introducing additional diversity in channels that have highly correlated channel matrices and/or exhibit little or no frequency selectivity.  

We now define the MIMO Training sequence as a sequence of 
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 vector OFDM symbols.  The subcarrier at frequency 
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 of  the n-th OFDM symbol has values represented by the vector:
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The k-th element of 
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 represents the value to be transmitted on the indicated subcarrier of the n-th OFDM symbol on transmit antenna k.  In this case, the same training sequence, 
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, is used for the training sequence on all transmit antennas.
The received signal that results for the n-th OFDM symbol has the following vector of values for the subcarrier at frequency 
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where 
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 is a vector of noise samples.  The k-th element of 
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 represents the received signal on the indicated subcarrier of the n-th OFDM symbol on antenna k.  The channel estimate can be calculated by correlating this received sequence with the orthogonal sequence and cyclic delay matrix:
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where 
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 is a matrix of noise samples, and the magnitude of the training sequences 
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 is assumed to be one.

The Steered MIMO Training Sequence is defined in a similar manner, where the subcarrier at frequency 
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 of  the n-th OFDM symbol in the sequence has values represented by the vector:
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In this case the received waveform is 
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and an estimate of the effective channel formed by the product of the transmit steering matrix, 
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and the estimated spatial matched filter for the subcarrier at frequency 
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Furthermore, as noted above, 
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, and the transmit steering vector for the reverse channel is 
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, the necessary transmit steering matrix for return transmissions can be computed by normalizing the columns of 
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The training sequences, 
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, all have a value of 0 for the pilot subcarrier indices, 
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 has a non-zero value in these positions. (See Table B‑1 – Table B‑8.) As a result, only the principal eigenvector (the first column in 
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) is transmitted on the pilot subcarrier of the steered MIMO training sequence.  This is because pilot subcarriers in data OFDM symbols are transmitted on the principal eigenvector, so estimates of the other eigenvectors are unnecessary.  This also makes it possible to increase the power on the pilot subcarrier relative to the power used for individual training sequences on other subcarriers, thereby improving the estimate of the pilot subcarrier available at the receiver.
A.8 Use of MIMO Training Sequences in AP-Centric Networks

The following sequence describes how the MIMO Training Sequences described above are used in an AP-centric network to facilitate transmission on wideband eigenmodes on both the reverse link and the forward link between an AP and associated STAs.

· The AP transmits the MIMO Training Sequence at the beginning of each Scheduled Access Period (SCAP), or at other appropriate times.

· STAs receive the MIMO Training Sequence and compute a channel estimate as described above.

· Each STA computes, on an as-needed basis, a set of transmit steering matrices from the channel estimate through an SVD computation, or equivalent, on the estimated channel matrices.

· When a STA transmits a PPDU to the AP using eigenmode spatial multiplexing, the Steered MIMO Training Sequence is included following the PLCP SIGNAL field.

· Upon receiving the Steered MIMO Training Sequence, the AP uses it to form an estimate of the receive steering matrix (receive spatial matched filter), and uses this to process the data portion of the received PPDU.

· The AP also uses the resulting estimate of the receive spatial matched filter to form a transmit steering matrix for return transmissions to the corresponding STA.

· When the AP transmits a PPDU to the corresponding STA, it includes the Steered MIMO Training Sequence, formulated from its transmit steering matrix, following the PLCP SIGNAL field.

· On receiving this PPDU, the corresponding STA uses the received Steered MIMO Training Sequence to calculate an estimate spatial matched filter, with which it processes the data portion of the PPDU.

If the AP has not recently received a steered MIMO OFDM training sequence from a STA to which it is getting ready to transmit, it reverts to Spatial Spreading mode, which does not require the availability of recent channel estimates.

A.9 Use of MIMO OFDM Training Sequences in Peer-to-Peer Transactions

In transactions that involve direct peer-to-peer communications, a sequence similar to the above occurs, where one of the STAs plays the role of the AP and transmits a MIMO OFDM training sequence.  The other STA performs the SVD calculation and includes a Steered MIMO OFDM Training Sequence from which the first STA is able to estimate its transmit steering matrix that it can use for subsequent steered transmissions.
A.10 Spatial Spreading Mode

When the full characterization of the channel is not known at the transmitter, ES is not possible. Nevertheless, the transmitter can still send multiple parallel data streams provided the receiver is equipped with at least as many antennas as streams transmitted. In the unsteered spatial multiplexing mode, the receiver spatial processing is solely responsible for isolating the independent transmitted data streams and demodulating them. Unsteered spatial multiplexing achieves an average data rate less than that observed using steered spatial multiplexing. 

With SS, the transmitter forms the transmitted vector 
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where 
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 is the unitary spatial spreading matrix used in the OFDM subcarrier at frequency 
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where 
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 is the effective channel observed at the receiver which has been modified by the spatial spreading matrix, 
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 is a column vector of complex Gaussian noise elements each with zero mean and variance,
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The receiver can form a minimum mean squared (MMSE) estimate of the transmitted symbols, s(k) by spatially filtering the received vector y(k):
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where 
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 is a column vector of complex Gaussian noise elements with zero mean and variance  proportional to the sum of the inter-stream crosstalk and 
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and
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Further, defining the matrix 
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The primary difference between SS and ES is how the SNR is distributed per spatial channel at the receiver. With ES, there is no crosstalk between the symbol streams transmitted over the spatial channels, and the SNR per spatial channel is directly proportional to the eigenvalues.  However, with SS and MMSE receiver processing, the received SNR is determined in part by the crosstalk between the symbol streams transmitted over the spatial channels, as reflected in the expression for SNR given above.  In general, there will be a distribution of SNRs across the subcarriers for each spatial channel, with a variance that can be significantly greater than the SNR variance across the subcarriers for spatial channels generated with ES.  With SS, each spatial channel will have a statistically identical SNR distribution.  Thus, the data rate used per spatial channel can be selected based on the mean and variance of this distribution.

The spatial spreading matrix, 
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, varies with subcarrier frequency, 
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, in order to maximize the transmit diversity order.  A very simple and effective construction is to employ a single Hadamard or Fourier matrix in combination with cyclic transmit diversity, so that the resulting spatial spreading matrix is
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 columns of a unitary matrix such as a Hadamard matrix (for cases of two or four transmit antennas) or a Fourier matrix (for three transmit antennas). To make 
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 a function of frequency, each antenna is assigned a cyclic delay that introduces a linear phase shift.  The cyclic transmit diversity has a simple time domain implementation, but can be represented in the frequency domain by
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 is the delay interval (typically 50 ns).

Appendix B: MIMO Training Sequences and Pilot Definitions
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Table B‑1:  Standard OFDM symbol MIMO training sequence for transmit antenna 0, 
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Table B‑2:  Standard OFDM symbol MIMO training sequence for transmit antenna 1, 
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Table B‑3:  Standard OFDM symbol MIMO training sequence for transmit antenna 2, 
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Table B‑4:  Standard OFDM symbol MIMO training sequence for transmit antenna 3, 
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Table B‑5:  Expanded OFDM symbol MIMO training sequence for transmit antenna 0, 
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Table B‑6:  Expanded OFDM symbol MIMO training sequence for transmit antenna 1, 
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Table B‑7:  Expanded OFDM symbol MIMO training sequence for transmit antenna 2, 
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Table B‑8:  Expanded OFDM symbol MIMO training sequence for transmit antenna 3, 
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Table B‑9:  16-subcarrier training sequence for MIMO calibration OFDM training symbol, 
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Table B‑10:  4-subcarrier training sequence for MIMO calibration OFDM training symbol, 
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	n
	Pn
	n
	Pn
	n
	Pn
	n
	Pn

	0
	1
	32
	1
	64
	-1
	96
	-1

	1
	1
	33
	1
	65
	-1
	97
	-1

	2
	1
	34
	-1
	66
	1
	98
	-1

	3
	1
	35
	1
	67
	-1
	99
	-1

	4
	-1
	36
	1
	68
	1
	100
	-1

	5
	-1
	37
	-1
	69
	-1
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	1

	6
	-1
	38
	-1
	70
	1
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	-1

	7
	1
	39
	1
	71
	1
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	1

	8
	-1
	40
	1
	72
	-1
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	1

	9
	-1
	41
	1
	73
	-1
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	-1

	10
	-1
	42
	-1
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	-1
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	1

	11
	-1
	43
	1
	75
	1
	107
	-1

	12
	1
	44
	-1
	76
	1
	108
	1

	13
	1
	45
	-1
	77
	-1
	109
	1

	14
	-1
	46
	-1
	78
	-1
	110
	1

	15
	1
	47
	1
	79
	-1
	111
	-1

	16
	-1
	48
	-1
	80
	-1
	112
	-1

	17
	-1
	49
	1
	81
	1
	113
	1

	18
	1
	50
	-1
	82
	-1
	114
	-1

	19
	1
	51
	-1
	83
	-1
	115
	-1

	20
	-1
	52
	1
	84
	1
	116
	-1

	21
	1
	53
	-1
	85
	-1
	117
	1

	22
	1
	54
	-1
	86
	1
	118
	1

	23
	-1
	55
	1
	87
	1
	119
	1

	24
	1
	56
	1
	88
	1
	120
	-1

	25
	1
	57
	1
	89
	1
	121
	-1

	26
	1
	58
	1
	90
	-1
	122
	-1

	27
	1
	59
	1
	91
	1
	123
	-1

	28
	1
	60
	-1
	92
	-1
	124
	-1

	29
	1
	61
	-1
	93
	1
	125
	-1

	30
	-1
	62
	1
	94
	-1
	126
	-1

	31
	1
	63
	1
	95
	1
	
	



Table B‑11:  Pilot sequence
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� Two 5 bits/subcarrier modes are provided: (i) rate 5/6 with 64-QAM and (ii) rate 5/8 with 256-QAM. If the STA supports 256-QAM, the rate 5/8 code shall be used.





� The SCHED message (see below) permits aggregation of TXOPs from the AP to multiple receiving STAs.


� If the STA supports 60 Mbit/s rate with 256-QAM, then 64-QAM is not used with that rate.





� If the STA supports 72.22 Mbit/s rate with 256-QAM, then 64-QAM is not used with that rate.


� Details of the TXVECTOR format are not given here, but it is assumed to contain a rate vector that specifies the STR value of the rate to be used on each of four possible spatial channels.  The available rates and assigned STR values are given in � REF _Ref79135640 \h ��Table 2�5�.


� Data rate is calculated based on the expanded OFDM symbol with 52 data subcarriers and a shortened guard interval of duration 0.4 μs.


� The R=5/6, 64-QAM rate is used only when 256-QAM is not supported.
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